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1 Measure Theoretic Foundations

1.1 Probability Spaces

Definition 1.1. A probability space is a measure space (Ω,H,P) such that the total mass is
unit, i.e., P(Ω) = 1. Elements ω ∈ Ω are called outcomes, and sets A ∈ H are called events.

Definition 1.2. Let (Ω,H,P) be a probability space and (X ,M) be a measurable space. A
random variable X is a measurable function

X : Ω → X .

That is, for every A ∈ M, the pre-image X−1(A) := {ω ∈ Ω : X(ω) ∈ A} is an element of H.
When (X ,M) = (R,B(R)), we simply call X a real-valued random variable.

Definition 1.3. Let (Y,N ) and (X ,M) be measurable spaces. Let h : Y → X be a measurable
function and ν be a measure on (Y,N ). The pushforward measure of ν by h, denoted by ν ◦h−1

or h#ν, is the measure on (X ,M) defined by:(
ν ◦ h−1

)
(A) := ν(h−1(A)) for all A ∈ M,

where h−1(A) is the pre-image of A under h.

Proposition 1.4. (Change of Variables, or Transformation Theorem) Let (Y,N ) and (X ,M) be
measurable spaces. Let h : Y → X be a measurable function and ν be a measure on (Y,N ). Then∫

f d
(
ν ◦ h−1

)
=

∫
f ◦ hdν

for every positive M-measurable function f

Proof. First consider the case where f = χA for some A ∈ M. Then:∫
χA d(ν ◦ h−1) = (ν ◦ h−1)(A) = ν(h−1(A)).

On the other hand ∫
χA ◦ hdν =

∫
χh−1(A) dν = ν(h−1(A)).

Thus, the equality holds for simple functions by linearity. Now let f be any positive M-measurable
function. There exists an increasing sequence of non-negative simple functions sn → f . By the
Monotone Convergence Theorem∫

f d(ν ◦ h−1) = lim
n→∞

∫
sn d(ν ◦ h−1) = lim

n→∞

∫
sn ◦ hdν.

Since sn ↑ f implies sn ◦ h ↑ f ◦ h, applying MCT again to the right side yields:

lim
n→∞

∫
sn ◦ hdν =

∫
f ◦ hdν.
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Definition 1.5. Let (Ω,H,P) be a probability space. If X : Ω → X is a random variable, the
pushforward measure P ◦X−1 is called the distribution (or law) of X. We typically write:

P(X ∈ A) := (P ◦X−1)(A).

We use the notation X ∼ µ to indicate that the distribution of X is the measure µ on (X ,M).

Proposition 1.6. To specify the distribution of a random variable on (R,B(R) it suffices to specify
the cumulative distribution function (or CDF) which is a function F : R → [0, 1] such that

F (x) = P(X ∈ (−∞, x]) = P(X ≤ x).

Proof. We first show that F is non-decreasing and right-continuous.

• Non-decreasing: Let x < y. Then (−∞, x] ⊂ (−∞, y]. By the monotonicity of measures:

F (x) = P(X ∈ (−∞, x]) ≤ P(X ∈ (−∞, y]) = F (y).

• Right-continuous: Let x ∈ R and let (xn)n∈N be a decreasing sequence such that xn → x.
Let An = (−∞, xn]. These sets are nested, their intersection is

⋂∞
n=1An = (−∞, x], and

P(X ∈ A1) = P(X ≤ x1) = F (x1) ≤ 1 < ∞. So by continuity from above:

lim
n→∞

F (xn) = lim
n→∞

P(X ∈ An) = P

(
X ∈

∞⋂
n=1

An

)
= P(X ∈ (−∞, x]) = F (x).

Let A be the algebra of finite unions of half-open intervals (a, b] in R. Namely, let

A = {∅} ∪


n⋃

j=1

(aj , bj ] : n ∈ N ,−∞ ≤ a1 < b1 < a2 < · · · < bn ≤ ∞

 .

And let µ0(∅) = 0, µ0

(⋃n
j=1(aj , bj ]

)
=
∑n

j=1 (F (bj)− F (aj)). One can show that A is an algebra

and that, because F is right-continuous, µ0 is a pre-measure. By the Carathéodory Extension
Theorem, this pre-measure extends to a measure on M(A) = B(R). And since µ0(R) = µ(R) = 1
is σ-finite, this extension is unique.

Definition 1.7. Let X be a real-valued random variable. The expectation of X is

EX =

∫
X(ω) dP(ω)

Proposition 1.8. Let X be a random variable in (X ,M). Then µ is the distribution of X if and
only if

E [f ◦X] =

∫
f dµ

for all positive M-measurable f .

Proof. Suppose µ = P ◦X−1. Then for any positive M-measurable f change of variables yields∫
f dµ =

∫
f d
(
P ◦X−1

)
=

∫
f ◦X dP = E [f ◦X] .
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Conversely, suppose that E [f ◦X] =
∫
f dµ for all positive M-measurable f . Take f = χA for any

A ∈ M. Then

µ(A) =

∫
χA dµ = E [χA ◦X] =

∫
χA ◦X dP =

∫
χA d

(
P ◦X−1

)
= P(X ∈ A)

as desired.

Definition 1.9. Certain expectations have special names and are of particular interest. Let X be
a real-valued random variable, n ∈ N, and r a real-valued constant.

• EXn is the n-th moment of X and E [(X − EX)n] is the n-th central moment of X

• E
[
(X − EX)2

]
is the variance of X

• When X, r ≥ 0, E [exp (−rX)] is the Laplace transform of X

• E [exp (rX)] is the Moment-generating function of X

• E [exp (irX)] is the Fourier transform (sometimes characteristic function) of X .

Proposition 1.10. Let X be a positive real-valued random variable, and let r ≥ 0. The Laplace
transform h : [0,∞] → [0,∞] given by

h(r) = E [exp (−rX)]

is continuous and decreasing on (0,∞) and is continuous at 0 if and only if P(X < ∞) = 1.

Proof. Let X ≥ 0 and h(r) = E[e−rX ].

• Decreasing: Let 0 ≤ r1 < r2. Since X ≥ 0, we have −r2X ≤ −r1X. Since the exponential
function is strictly increasing, e−r2X ≤ e−r1X almost surely. By the monotonicity of the
integral:

h(r2) = E[e−r2X ] ≤ E[e−r1X ] = h(r1).

• Continuity on (0,∞): Let r ∈ (0,∞) and let (rn)n∈N be a sequence such that rn → r. Define
fn(ω) = exp(−rnX(ω)). Since the function r 7→ e−rx is continuous for any x, fn → exp(−rX)
pointwise. Since rn, X ≥ 0, we have |fn| ≤ 1 for all n. Because P is a probability measure,
the constant function 1 is integrable. Thus, by the Dominated Convergence Theorem:

lim
n→∞

h(rn) = lim
n→∞

E[fn] = E[ lim
n→∞

fn] = E[e−rX ] = h(r).

• Continuity at 0: Note that h(0) = E[e0] = E[1] = 1. Let rn ↓ 0. We examine the pointwise
limit of fn = e−rnX :

– If X(ω) < ∞, then limn→∞ e−rnX(ω) = e0 = 1.

– If X(ω) = ∞, then e−rnX(ω) = 0 for all n (since rn > 0), so the limit is 0.

Thus, e−rnX → χ{X<∞} pointwise. Again, by DCT:

lim
r→0+

h(r) = E[χ{X<∞}] = P(X < ∞).

Hence For h to be continuous at 0, we require P(X < ∞) = h(0) = 1.
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Definition 1.11. A function φ : (a, b) → R is convex if for all x, y ∈ (a, b) and λ ∈ [0, 1],

φ(λx+ (1− λ)y) ≤ λφ(x) + (1− λ)φ(y).

Geometrically, this means the chord between any two points on the graph lies above the graph.

Theorem 1.12. (Jensen’s Inequality) Let (Ω,H,P) be a probability space and X an integrable
real-valued random variable. If φ : R → R is convex, then

φ(E[X]) ≤ E[φ(X)].

Proof. One can show that if φ is convex, then for every x0, there exists L(x) = ax + b such that
L(x0) = φ(x0) and L(x) ≤ φ(x) for all x. Let x0 = E[X]. Then there exist a, b ∈ R such that
φ(E[X]) = aE[X] + b and L(X) ≤ φ(X) almost surely. Then by the linearity and monotonicity of
expectation:

E[φ(X)] ≥ E[aX + b] = aE[X] + b = φ(E[X]).

1.2 Probability Kernels

Definition 1.13. Let (X ,M) and (Y,N ) be measurable spaces. Let R+ = {z ∈ R : z ≥ 0}∪{+∞}.
A kernel from X into Y is a function K : X × Y → R+ such that

(i) For every E ∈ N , the map x 7→ K(x,E) is M-measurable

(ii) For every x ∈ X , the map B 7→ K(x,E) is a measure on (Y,N )

Definition 1.14. The finiteness properties of measures naturally extend to kernels, categorized by
whether the constraints hold pointwise for each x ∈ X or uniformly across the domain.

(i) K is a probability kernel if K(x,Y) = 1 for all x ∈ X .

(ii) Finiteness and Boundedness:

• K is finite if K(x,Y) < ∞ for all x ∈ X .

• K is bounded if it is uniformly finite, i.e., supx∈X K(x,Y) < ∞.

(iii) σ-Finiteness and σ-Boundedness:

• K is σ-finite if for every x ∈ X , there exists a countable partition Y =
⋃

n∈NEn such
that K(x,En) < ∞ for all n ∈ N.

• K is σ-bounded if there exists a countable partition Y =
⋃

n∈NEn that is independent
of x, such that supx∈X K(x,En) < ∞ for all n ∈ N.

(iv) Σ-Finiteness and Σ-Boundedness:

• K is Σ-finite if it can be decomposed into a sum of finite kernels, K =
∑

n∈NKn.

• K is Σ-bounded if it can be decomposed into a sum of bounded kernels, K =
∑

n∈NKn.

Definition 1.15. A kernel from (X ,M) into itself, is simply called a kernel on (X ,M).

• K is a Markov kernel if K(x,X ) = 1 for all x ∈ X . In this case, K(x, ·) is a probability
measure for every x.

• K is a sub-Markov kernel if K(x,X ) ≤ 1 for all x ∈ X .
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Proposition 1.16. Let K be a kernel from (X ,M) into (Y,N ), and let L be a kernel from (Y,N )
into (Z,H). The composition KL, defined for x ∈ X and B ∈ H by

KL(x,B) :=

∫
Y
L(y,B)K(x, dy),

is a kernel from (X ,M) into (Z,H).

Proof. To show that KL is a kernel, we must verify two conditions: that KL(x, ·) is a measure for
each fixed x, and that KL(·, B) is a measurable function for each fixed B.

• Fix x ∈ X .

– Since L(y, ∅) = 0 for all y ∈ Y, we have KL(x, ∅) =
∫
Y 0K(x, dy) = 0.

– Let {Bn}n∈N be a sequence of disjoint sets in H, and let B =
⋃∞

n=1Bn. Since L(y, ·) is
a measure for each y, we have L(y,B) =

∑∞
n=1 L(y,Bn). Then:

KL(x,B) =

∫
Y

∞∑
n=1

L(y,Bn)K(x,dy).

By the Monotone Convergence Theorem, we can interchange the sum and the integral:

KL(x,B) =

∞∑
n=1

∫
Y
L(y,Bn)K(x,dy) =

∞∑
n=1

KL(x,Bn).

Thus, KL(x, ·) is a measure on (Z,H).

• Fix B ∈ H. We must show that g(x) = KL(x,B) is M-measurable. By definition of L being
a kernel, the function f(y) = L(y,B) is N -measurable and non-negative.

– If f = χA for some A ∈ N , then g(x) =
∫
χA(y)K(x, dy) = K(x,A), which is M-

measurable by the definition of K.

– By linearity, the property holds for all non-negative simple functions s =
∑

ciχAi
.

– For a general non-negative measurable f , there exists a sequence of simple functions
sn ↑ f . By the Monotone Convergence Theorem:

g(x) =

∫
f(y)K(x, dy) = lim

n→∞

∫
sn(y)K(x,dy).

Each gn(x) =
∫
sn(y)K(x, dy) is measurable. Since the pointwise limit of measurable

functions is measurable, g(x) is M-measurable.

Proposition 1.17. Let K be a kernel from (X ,M) into (Y,N ), µ be a measure on (X ,M), and
f be a non-negative N -measurable function.

(i) The mapping µK : N → [0,∞] defined by

(µK)(B) :=

∫
X
K(x,B)µ(dx)

is a measure on (Y,N ).
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(ii) The mapping Kf : X → [0,∞] defined by

(Kf)(x) :=

∫
Y
f(y)K(x,dy)

is a non-negative M-measurable function.

(iii) The following identity holds:∫
Y
f d(µK) =

∫
X
(Kf) dµ =

∫
X

∫
Y
f(y)K(x,dy)µ(dx).

Note 1.18. In the language of probability, if µ is the distribution of X and K is the conditional
distribution of Y given X, then µK is the marginal distribution of Y , Kf(x) is the conditional
expectation of f(Y ) given X = x, an

∫
f d(µK) is the marginal expectation of f(Y ). Part (iii) is

the general version of the Law of Total Expectation: E[f(Y )] = E[E[f(Y )|X]].

Proof.

(i) µK is a measure:

• (µK)(∅) =
∫
X K(x, ∅)µ(dx) =

∫
X 0µ(dx) = 0.

• Let {Bn}n∈N be a sequence of disjoint sets in N . Since K(x, ·) is a measure for each x:

(µK)

( ∞⋃
n=1

Bn

)
=

∫
X
K
(
x,
⋃

Bn

)
µ(dx) =

∫
X

∞∑
n=1

K(x,Bn)µ(dx).

By the Monotone Convergence Theorem, we interchange the sum and integral:

∞∑
n=1

∫
X
K(x,Bn)µ(dx) =

∞∑
n=1

(µK)(Bn).

Thus, µK is a measure on (Y,N ).

(ii) Kf is M-measurable: This is a special case of Proposition 1.21 where f does not depend on
x.

• If f = χB, then (Kf)(x) = K(x,B), which is M-measurable by definition.

• Extension to simple functions follows by linearity, and to positive measurable functions
by the Monotone Convergence Theorem.

(iii) We prove
∫
f d(µK) =

∫
(Kf) dµ via the standard machinery of simple ↑measurable function:

• If f = χB, then
∫
χB d(µK) = (µK)(B). By definition, (µK)(B) =

∫
X K(x,B)µ(dx).

Since K(x,B) = (KχB)(x), the identity holds.

• By linearity, it holds for all non-negative simple functions.

• For positiveN -measurable f , let sn ↑ f . By the Monotone Convergence Theorem applied
twice (once for the measure µK and once for the function sequence Ksn ↑ Kf):∫

f d(µK) = lim
n→∞

∫
sn d(µK) = lim

n→∞

∫
(Ksn) dµ =

∫
(Kf) dµ.
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Example 1.19. (Pushforward as a Kernel) Let h : X → Y be a measurable function. We can
represent the pushforward measure h#µ using the kernel K(x,B) = δh(x)(B), where δ is the Dirac
measure. Then:

(µK)(B) =

∫
X
δh(x)(B)µ(dx) =

∫
X
χh−1(B)(x)µ(dx) = µ(h−1(B)).

Thus, µK = h#µ. This shows that kernels generalize the notion of measurable transformations.

Proposition 1.20. Let K be a Σ-finite kernel from (X ,M) into (Y,N ) and let µ be a measure
on (X ,M). There exists a unique measure π on the product space (X × Y,M⊗N ) such that for
all A ∈ M and B ∈ N :

π(A×B) =

∫
A
K(x,B)µ(dx).

For any non-negative (M⊗N )-measurable function f , the measure π satisfies:∫
X×Y

f dπ =

∫
X

(∫
Y
f(x, y)K(x,dy)

)
µ(dx).

Furthermore, if µ is σ-finite and K is σ-bounded, then π is σ-finite.

Proof. We construct the measure π by defining it on an algebra and extending it.

1. Definition on the Algebra: Let A be the algebra of finite unions of measurable rectangles.
For a rectangle A×B, define

π0(A×B) =

∫
A
K(x,B)µ(dx).

This set function is well-defined and additive on A. To show π0 is a pre-measure, we check
countable additivity. Let C =

⋃
Cn with C,Cn ∈ A disjoint. By applying the Monotone

Convergence Theorem to the integral of the kernel, one can show π0(C) =
∑

π0(Cn).

2. Existence and Uniqueness: By the Carathéodory Extension Theorem, π0 extends to a
measure π on σ(A) = M ⊗ N . If µ is σ-finite and K is σ-bounded, there exist partitions
{Ai} ⊂ M and {Bj} ⊂ N with µ(Ai) < ∞ and supxK(x,Bj) < ∞. The rectangles Ai ×Bj

form a countable partition of X × Y with π(Ai × Bj) < ∞, ensuring π is σ-finite and the
extension is unique.

3. Integral Identity: We show
∫
f dπ =

∫
(Tf) dµ (where Tf is the operator from Proposition

1.17).

• If f = χA×B, then
∫
χA×B dπ = π(A×B). By definition:

π(A×B) =

∫
X
χA(x)K(x,B)µ(dx) =

∫
X

(∫
Y
χA×B(x, y)K(x, dy)

)
µ(dx).

• Let C = {C ∈ M⊗N : the identity holds for f = χC}. We have shown rectangles are
in C. Using the linearity of the integral and the Monotone Class Lemma, C = M⊗N .
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• The identity extends to non-negative simple functions by linearity and to all positive
(M⊗N )-measurable f by the Monotone Convergence Theorem, noting that Proposition
1.21 guarantees the measurability of the inner integral.

Proposition 1.21. Let K be a Σ-finite kernel from (X ,M) into (Y,N ). For every non-negative
(M⊗N )-measurable function f : X × Y → [0,∞], the function Tf : X → [0,∞] given by

Tf(x) =

∫
Y
f(x, y)K(x,dy)

is M-measurable.

Proof. Assume first that K is a finite kernel. We proceed by showing that the property of ”mea-
surability under the integral” extends from a simple algebra to the full product σ-algebra.

• Let A be the algebra consisting of finite unions of measurable rectangles A × B (where
A ∈ M, B ∈ N ). The product σ-algebra M⊗N is the σ-algebra generated by this algebra.

• Let C ∈ A. Then χC can be written as a finite sum of indicators of disjoint rectangles∑n
i=1χAi×Bi

. For each rectangle:

TχAi×Bi
(x) =

∫
Y
χAi

(x)χBi
(y)K(x,dy) = χAi

(x)K(x,Bi).

This is a product of two M-measurable functions, hence M-measurable. By the linearity of
the integral, TχC is measurable for all C ∈ A.

• Let C = {C ∈ M⊗N : TχC is M-measurable}, then C is a monotone class.

– Increasing Unions: Let {Cn}n∈N be a sequence in C such that Cn ↑ C. Then χCn
↑ χC

pointwise. By the Monotone Convergence Theorem:

TχC(x) =

∫
Y
χC(x, y)K(x,dy) = lim

n→∞

∫
Y
χCn

(x, y)K(x, dy) = lim
n→∞

TχCn
(x).

Since each TχCn
is M-measurable and the pointwise limit of measurable functions is

measurable, TχC is measurable. Thus C ∈ C.
– Decreasing Intersections: Let {Cn}n∈N be a sequence in C such that Cn ↓ C. Then
χCn

↓ χC pointwise. Since K is a finite kernel, we have TχCn
≤ K(x,Y) < ∞. By the

Dominated Convergence Theorem:

TχC(x) = lim
n→∞

TχCn(x).

Again, the limit of measurable functions is measurable, so C ∈ C.

• Since A is an algebra and C is a monotone class containing A, by the Monotone Class Lemma,

M⊗N = σ(A) = C(A) ⊂ C.

Thus, TχC is M-measurable for all C ∈ M⊗N .
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• The result extends to simple functions by linearity and to all non-negative measurable func-
tions f by taking a sequence sn ↑ f and applying the Monotone Convergence Theorem, noting
that the pointwise limit of measurable functions is measurable.

Finally, if K is Σ-finite, K =
∑

Kn for finite kernels Kn. Then Tf =
∑

Tnf , and the sum of
measurable functions remains measurable.

Proposition 1.22. Let (X ,M) and (Y,N ) be measurable spaces. Let ν be a σ-finite measure
on (Y,N ) and let k : X × Y → [0,∞] be an (M ⊗ N )-measurable function. Then the mapping
K : X ×N → [0,∞] defined by

K(x,B) :=

∫
B
k(x, y)ν(dy)

is a kernel from (X ,M) into (Y,N ).

Proof. We must verify that K(x, ·) is a measure for each fixed x, and that K(·, B) is a measurable
function for each fixed B.

• Fix x ∈ X . The mapping B 7→
∫
B k(x, y)ν(dy) is a measure on (Y,N ) by the standard

construction of a measure via a density (Radon-Nikodym theorem in reverse). Specifically,
K(x, ∅) = 0 and countable additivity follows from the Monotone Convergence Theorem ap-
plied to the integrand k(x, y)

∑
χBn(y).

• Fix B ∈ N . We must show x 7→ K(x,B) is M-measurable. Define the function

f(x, y) = k(x, y)χB(y).

Since k is (M⊗N )-measurable and χB is trivially so, f is (M⊗N )-measurable.

We can view the measure ν as a constant kernel L(x,dy) = ν(dy). Since ν is σ-finite, L is a
Σ-finite kernel. Then:

K(x,B) =

∫
Y
f(x, y)L(x,dy).

By Proposition 1.21, this integral defines an M-measurable function of x.

1.3 Radon-Nikodym Derivatives as Densities

In this section, we establish the conditions under which one measure can be represented as a density
relative to another. For a more exhaustive treatment of the Lebesgue decomposition, see the notes
from MATH 507: Measure Theory and Integration.

Definition 1.23. Let ν be a signed measure and µ a positive measure on (X ,M). Then ν is said
to be absolutely continuous w.r.t. µ, denoted ν ≪ µ, if µ(E) = 0 =⇒ ν(E) = 0 for all E ∈ M.

Theorem 1.24. (Lebesgue-Radon-Nikodym) Let ν be a σ-finite signed measure, and µ a positive
σ-finite measure on (X ,M). Then there exist unique σ-finite measures λ and ρ on (X ,M) such
that

λ ⊥ µ, ρ ≪ µ, and ν = λ+ ρ (Lebesgue).

Moreover there is an extended µ-integrable function f : X → R such that dρ = fdµ (i.e. such that
ρ(E) =

∫
E f dµ for all E ∈ M). And any two such functions are equal µ-a.e. (Radon-Nikodym).

As notation we write f = dρ
dµ and call this the Radon-Nikodym derivative.

Nathan Cantafio 10 Probability Theory



As noted in Exercise 3.14 of Folland [1], the assumption that ν is σ-finite is not strictly necessary
for the existence of a Radon-Nikodym derivative, provided we allow the density to take values in
the extended real line (see Proposition 1.25 below for a precise statement).

Proposition 1.25. Let ν be an arbitrary signed measure and µ a σ-finite measure on (X ,M) such
that ν ≪ µ. Then there exists an extended µ-integrable f : X → [−∞,∞] such that dν = f dµ.

The only condition required for the existence of the derivative dν
dµ is that the dominating measure

µ be σ-finite. Indeed, if dν = f dµ, then µ(A) = 0 =⇒ ν(A) =
∫
A f dµ = 0, which shows that

ν ≪ µ is both necessary and sufficient.

Proposition 1.26. Let ν and µ be measures (X ,M). Suppose ν ≪ µ and µ is σ-finite. Then∫
f
dν

dµ
dµ =

∫
f dν

for all M-measurable f : X → [0,∞].

Proof. First for any measurable E,∫
χE

dν

dµ
dµ =

∫
E

dν

dµ
dµ = ν(E)

since dν
dµ is the Radon-Nikodym density (which exists by σ-finiteness of µ). On the other hand∫

χEdν = ν(E). Linearity then extends the result to simple functions. For any positive measurable
f : X → [0,∞], there is a sequence of simple functions fn : X → [0,∞) increasing to f . For example,

fn(x) =
4n−1∑
m=0

m

2n
χf−1(Im,n)

+ 2nχf−1([2n,∞]), Im,n = [m/2n, (m+ 1)/2n].

By the M.C.T. applied to fn
dν
dµ , the result for simple functions, and then the M.C.T. applied to fn:∫

f
dν

dµ
dµ =

∫
lim
n→∞

fn
dν

dµ
dµ = lim

n→∞

∫
fn

dµ

dµ
dλ = lim

n→∞

∫
fndν =

∫
fdν.

(Note that dν
dµ is non-negative, so fn

dν
dµ increases to f dν

dµ).

Proposition 1.27. Let µ be a σ-finite measure and ν ≪ µ with density p = dν
dµ . Then:

(i) ν is σ-finite if and only if p < ∞ µ-a.e.

(ii) µ ≪ ν (and thus µ ≡ ν) if and only if p > 0 µ-a.e.

Proof.

(i) Suppose ν is σ-finite. Let
⋃

n∈NEn = X be a disjoint union such that ν(En) < ∞. Since
ν(En) =

∫
En

pdµ < ∞, the function p must be finite µ-a.e. on each En, and thus µ-a.e. on
X . Conversely, if p < ∞ µ-a.e., we can define En,m = {x ∈ Fn : m − 1 ≤ p(x) < m} where
{Fn} is a σ-finite partition for µ. Then ν(En,m) =

∫
En,m

p dµ ≤ mµ(Fn) < ∞, providing a

σ-finite partition for ν.

(ii) Suppose µ ≪ ν. Let A0 = {x : p(x) = 0}. Then ν(A0) =
∫
A0

p dµ = 0. Since µ ≪ ν, we must

have µ(A0) = 0, so p > 0 µ-a.e. Conversely, if p > 0 µ-a.e., let ν(A) = 0. Then
∫
A p dµ = 0.

Since p is strictly positive µ-a.e., the integrand is zero only if µ(A) = 0. Thus µ ≪ ν.
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Proposition 1.28. Let ν, µ, λ be measures on (X ,M). Assume all required Radon-Nikodym
derivatives exist and λ is σ-finite.

(i) Linearity: For a, b ≥ 0, d(aν+bµ)
dλ = adν

dλ + bdµdλ (λ-a.e.).

(ii) Chain Rule: If ν ≪ µ ≪ λ, then dν
dλ = dν

dµ
dµ
dλ (λ-a.e.).

(iii) Reciprocal: If ν ≡ µ, then dν
dµ =

(
dµ
dν

)−1
(µ-a.e. and ν-a.e.).

(iv) Quotient Rule: dν
dµ = dν

dλ/
dµ
dλ (µ-a.e.).

To prove these properties by evaluating them on sets (measures) rather than general functions, we
rely on the defining property of the Radon-Nikodym derivative: p is the density dν

dµ if and only if

ν(A) =
∫
A p dµ for all A ∈ M.

Proof. In each case, we show that the proposed density, when integrated over an arbitrary set
A ∈ M with respect to the dominating measure, yields the correct measure of A.

(i) Linearity: Let A ∈ M. By the definition of the measures ν and µ via their densities with
respect to λ:

(aν + bµ)(A) = aν(A) + bµ(A) = a

∫
A

dν

dλ
dλ+ b

∫
A

dµ

dλ
dλ.

By the linearity of the integral:

=

∫
A

(
a
dν

dλ
+ b

dµ

dλ

)
dλ.

Since this holds for all A ∈ M, the integrand is the Radon-Nikodym derivative of (aν + bµ)
with respect to λ.

(ii) Chain Rule: Let A ∈ M. By the definition of the density dν
dµ :

ν(A) =

∫
A

dν

dµ
dµ =

∫
X
χA

dν

dµ
dµ.

Since µ ≪ λ, we can apply Proposition 1.26 to the function f = χA
dν
dµ :∫

X

(
χA

dν

dµ

)
dµ =

∫
X

(
χA

dν

dµ

)
dµ

dλ
dλ =

∫
A

(
dν

dµ

dµ

dλ

)
dλ.

Thus, the product of the densities is the derivative of ν with respect to λ.

(iii) Reciprocal: Since ν ≪ µ and µ ≪ ν, we can apply the Chain Rule from part (ii) with λ = ν:

dν

dν
=

dν

dµ

dµ

dν
ν-a.e.

By the uniqueness of the Radon-Nikodym derivative, and noting that ν(A) =
∫
A 1 dν implies

dν
dν = 1, we have 1 = dν

dµ
dµ
dν ν-a.e. (and by absolute continuity, µ-a.e.). Solving for dν

dµ yields
the reciprocal.
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(iv) Quotient Rule: Applying the Chain Rule to ν ≪ µ ≪ λ gives:

dν

dλ
=

dν

dµ

dµ

dλ
.

Dividing by dµ
dλ (which is strictly positive µ-a.e. by Proposition 1.27) yields the result.

Proposition 1.29. Suppose ν ≪ µ on (X ,M). For any measurable injection h : X → Y, the
density of the pushforward measures satisfies:

d(ν ◦ h−1)

d(µ ◦ h−1)
=

dν

dµ
◦ h−1 (µ ◦ h−1)-a.e.

Proof. Let f be a positive measurable function on Y. By the definition of pushforward and Change
of Variables: ∫

Y
f d(ν ◦ h−1) =

∫
X
(f ◦ h) dν =

∫
X
(f ◦ h)dν

dµ
dµ.

Since h is an injection, (f ◦ h) · dν
dµ = (f · (dνdµ ◦ h−1)) ◦ h. Applying Change of Variables again:∫

X

(
f ·
(
dν

dµ
◦ h−1

))
◦ hdµ =

∫
Y
f(y)

dν

dµ
(h−1(y))(µ ◦ h−1)(dy).

The result follows from the uniqueness of the Radon-Nikodym derivative.

Proposition 1.30. Let (X ,M) and (Y,N ) be measurable spaces. Let ν, µ be measures on X and

L,K be kernels from X to Y. If p = dν
dµ exists and k(x, y) = dL(x,·)

dK(x,·)(y) exists as an (M ⊗ N )-
measurable function, then the density of the marginal measure νL with respect to µK is:

d(νL)

d(µK)
(y) =

∫
X
p(x)k(x, y)M(y,dx)

whereM is the kernel obtained from the disintegration of the joint measure π(dx,dy) = µ(dx)K(x,dy)
with respect to its marginal µK.

Proof. Let f be a positive measurable function on Y. Using Proposition 1.17:

(νL)f =

∫
X
(Lf)(x)ν(dx) =

∫
X

(∫
Y
f(y)L(x, dy)

)
p(x)µ(dx).

Using the density k(x, y), we write L(x,dy) = k(x, y)K(x,dy):

=

∫
X

∫
Y
f(y)k(x, y)p(x)K(x,dy)µ(dx) =

∫
X×Y

f(y)k(x, y)p(x)π(dx,dy).

By the disintegration theorem, π(dx, dy) = (µK)(dy)M(y,dx). Substituting this:

=

∫
Y
f(y)

(∫
X
p(x)k(x, y)M(y,dx)

)
(µK)(dy).

Thus, the inner integral is the Radon-Nikodym derivative of νL with respect to µK.
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1.4 Joint Distributions and σ-algebras as Information

Note 1.31. Let n ∈ N. For each i ∈ {1, . . . , n}, let (Xi,Mi) be a measurable space. The product
space is X =

∏n
i=1Xi. The product σ-algebra M =

⊗n
i=1Mi is the σ-algebra on X generated

by the algebra A of measurable rectangles:

A = {A1 × · · · ×An : Ai ∈ Mi}.

The product measure on (X ,M) is defined via the Carathéodory construction: it is the outer
measure induced by the pre-measure on A (where the pre-measure of a rectangle is the product of
its components’ measures), restricted to M.

Definition 1.32. Let (Ω,H,P) be a probability space and X1, . . . , Xn be random variables where
Xi : Ω → Xi is Mi-measurable. The joint map X : Ω →

∏
Xi is defined by:

X(ω) = (X1(ω), . . . , Xn(ω)).

The joint distribution of X1, . . . , Xn is the pushforward measure µX = P ◦X−1 on (X ,M).

Proposition 1.33. The joint map X is M-measurable if and only if each Xi is Mi-measurable.
Furthermore, µX is uniquely determined by its values on measurable rectangles:

µX(A1 × · · · ×An) = P(X1 ∈ A1, . . . , Xn ∈ An).

Proof. ( =⇒ ) Let πi : X → Xi be the projection πi(x) = xi, which is measurable by the definition
of M. Since Xi = πi ◦X, the composition of measurable functions is measurable.
( ⇐= ) For any rectangle A, X−1(A) =

⋂n
i=1X

−1
i (Ai). Since each X−1

i (Ai) ∈ H and H is
closed under finite intersection, X−1(A) ∈ H. Because rectangles generate M, X is measurable.
Uniqueness follows from the Carathéodory Extension Theorem, as rectangles form an algebra (and
a π-system) that generates M.

Infinite Products and Stochastic Processes

We now generalize to an arbitrary index set T (e.g., N,R, [0,∞)) with potentially heterogeneous
state spaces (Xt,Mt) for each t ∈ T .

Definition 1.34. Let X T =
∏

t∈T Xt. The product σ-algebra MT =
⊗

t∈T Mt is the σ-algebra
on X T generated by the collection of cylinder sets of the form:

C = {x ∈ X T : xt1 ∈ At1 , . . . , xtk ∈ Atk}

for any finite subset {t1, . . . , tk} ⊆ T and Atj ∈ Mtj .

Note 1.35. A stochastic process is the specific case where (Xt,Mt) = (X ,M) for all t ∈ T . We
call X T the path space. The joint map X(ω) = (Xt(ω))t∈T is MT -measurable if and only if each
coordinate Xt is Mt-measurable. Its probability law µX is uniquely determined by its values on
cylinder sets (finite-dimensional distributions) via Carathéodory.

Information and Generated σ-algebras

In probability theory, a sub-σ-algebra G ⊂ H represents “information” or “knowledge.” To know
G is to know, for every A ∈ G, whether the event A occurred.
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Definition 1.36. (Generated σ-algebras)

1. Single Variable: For X : Ω → X , the σ-algebra generated by X is the smallest sub-σ-
algebra of H making X measurable, consisting of all pre-images:

σ(X) = X−1(M) = {X−1(A) : A ∈ M}.

2. Finite Collection: ForX1, . . . , Xn, the generated σ-algebra is σ(X1, . . . , Xn) = σ(X), where
X is the joint map. This is the smallest σ-algebra containing all sets {Xi ∈ Ai} for i = 1, . . . , n.

3. Arbitrary Collection: For a collection {Xt}t∈T , the σ-algebra generated by the col-
lection, denoted σ(Xt : t ∈ T ), is the smallest σ-algebra making every Xt measurable:

σ(Xt : t ∈ T ) =
∨
t∈T

σ(Xt) = σ

(⋃
t∈T

σ(Xt)

)
.

Proposition 1.37. If X : Ω → X T is the joint map of the collection {Xt}t∈T , then:

σ(X) = X−1(MT ) = σ(Xt : t ∈ T ).

Proof. By Proposition 1.33 (extended to the infinite case), X is measurable with respect to a σ-
algebra G if and only if each Xt is measurable with respect to G. Thus, the smallest σ-algebra
satisfying one condition must satisfy the other.

Note 1.38. (Heuristics of Information)

• Indicator Functions: If A ∈ G, we “know” A because its indicator χA(ω) is G-measurable.

• The Scale of Information: Larger σ-algebras represent finer knowledge.

1. Trivial Information: G = {∅,Ω}. Only constant functions are measurable; we know
nothing of the outcome.

2. Generated Information: G = σ(X). We know the value X(ω), allowing us to deter-
mine f(X(ω)), but we do not know ω itself.

3. Full Information: G = H. We know the outcome of every possible measurable event.

• Information Loss: If σ(Y ) ⊂ σ(X), then X provides at least as much information as Y .
For X ∼ N (0, 1) and Y = |X|, σ(Y ) ⊊ σ(X). Knowing X determines Y , but knowing Y
leaves the sign of X uncertain.

Proposition 1.39. (Doob-Dynkin Lemma) Let V : Ω → R be a random variable.

(i) Finite Case: V is σ(X1, . . . , Xn)-measurable if and only if there exists a measurable function
f : X1 × · · · × Xn → R such that V = f(X1, . . . , Xn).

(ii) Infinite Case: Let T be an arbitrary index set. V is σ(Xt : t ∈ T )-measurable if and only
if there exists a countable sequence of indices {t1, t2, . . . } ⊆ T and a measurable function
f :
∏∞

j=1Xtj → R such that:
V = f(Xt1 , Xt2 , . . . ).

Proof. Omitted. (Note: The infinite case highlights that even in uncountable processes, any single
σ(Xt : t ∈ T )-measurable random variable only depends on at most countably many coordinates).
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1.5 Modes of Convergence

We now study the various ways in which a sequence of random variables {Xn}n∈N can converge to
a limit X. Throughout, let (Ω,H,P) be a probability space and X, {Xn}n∈N be real-valued random
variables. Many proofs appeal to concentration inequalities which I have irresponsibly postponed.

Definition 1.40. We define the following two primary modes of convergence:

(i) Xn converges almost surely to X, denoted Xn
a.s.−−→ X, if

P
({

ω ∈ Ω : lim
n→∞

Xn(ω) = X(ω)
})

= 1.

(ii) Xn converges in probability to X, denoted Xn
P−→ X, if for every ε > 0,

lim
n→∞

P(|Xn −X| > ε) = 0.

Proposition 1.41. (Continuous Mapping Theorem for a.s. Convergence) Let f : RK → R be a
function. If Xk,n

a.s.−−→ Xk for each k = 1, . . . ,K, and f is continuous on a set A ⊂ RK such that
P((X1, . . . , XK) ∈ A) = 1, then

f(X1,n, . . . , XK,n)
a.s.−−→ f(X1, . . . , XK).

Proof. Let Ωk = {ω ∈ Ω : limXk,n(ω) = Xk(ω)} and ΩA = {ω ∈ Ω : (X1(ω), . . . , XK(ω)) ∈ A}.
By assumption, P(Ωk) = 1 and P(ΩA) = 1. Let Ω0 = ΩA ∩

(⋂K
k=1Ωk

)
. Then P(Ω0) = 1. For any

ω ∈ Ω0, the sequence of vectors (X1,n(ω), . . . , XK,n(ω)) converges to (X1(ω), . . . , XK(ω)) ∈ A. And
by the continuity of f on A, it follows that f(X1,n(ω), . . . , XK,n(ω)) → f(X1(ω), . . . , XK(ω)).

Proposition 1.42. Xn
a.s.−−→ X if and only if∑

n∈N
χ(ε,∞) ◦ |Xn −X| < ∞ a.s.

for all ε > 0. Moreover, the following are equivalent:

(i) Xn converges almost surely

(ii) supi,j≥n |Xi −Xj |
a.s.−−→ 0

(iii) supk |Xn+k −Xn|
a.s.−−→ 0

Proof. Omitted.

Lemma 1.43. (Borel-Cantelli) Let {Hn}n∈N be a sequence of events. If
∑∞

n=1 P(Hn) < ∞, then

P(lim supHn) = 0, or equivalently,

∞∑
n=1

χHn
< ∞ a.s.

Proof. By the Monotone Convergence Theorem, E[
∑
χHn

] =
∑

E[χHn
] =

∑
P(Hn). Since the

sum of probabilities is finite, the expectation of the random sum is finite. A non-negative random
variable with finite expectation must be finite almost surely.
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Proposition 1.44. A sequence of random variables Xn converges almost surely to X if either of
the following conditions holds:

(i) For every ε > 0,
∑∞

n=1 P(|Xn −X| > ε) < ∞.

(ii) There exists a sequence εn > 0 such that
∑∞

n=1 εn < ∞ and
∑∞

n=1 P(|Xn+1−Xn| > εn) < ∞.

Proof.

(i) For a fixed ε > 0, let Hn = {|Xn −X| > ε}. By the Borel-Cantelli Lemma,
∑

P(Hn) < ∞
implies that P(lim supHn) = 0. Thus, for almost all ω, |Xn(ω)−X(ω)| > ε for only finitely
many n. Since this holds for all ε > 0, Xn

a.s.−−→ X follows by Proposition 1.44.

(ii) Let Hn = {|Xn+1 −Xn| > εn}. By Borel-Cantelli, |Xn+1 −Xn| ≤ εn for all n ≥ N(ω) almost
surely. Since

∑
εn < ∞, the sequence is almost surely Cauchy:

|Xn+k −Xn| ≤
n+k−1∑
j=n

|Xj+1 −Xj | ≤
∞∑
j=n

εj
n→∞−−−→ 0.

By the completeness of R and Proposition 1.44, Xn converges almost surely.

Proposition 1.45. Xn
P−→ X if and only if E[min{1, |Xn −X|}] → 0.

Proof. ( =⇒ ) Suppose Xn
P−→ X. Fix ε > 0.

E[min{1, |Xn −X|}] = E[(min{1, |Xn −X|})χ{|Xn−X|>ε}] + E[(min{1, |Xn −X|})χ{|Xn−X|≤ε}]

≤ 1 · P(|Xn −X| > ε) + ε · P(|Xn −X| ≤ ε).

Taking n → ∞, the first term goes to 0 by convergence in probability. Since ε is arbitrary, the
expectation goes to 0.
( ⇐= ) By Markov’s Inequality, for any ε ∈ (0, 1):

P(|Xn −X| > ε) = P(min{1, |Xn −X|} > ε) ≤ E[min{1, |Xn −X|}]
ε

.

If the expectation tends to 0, then P(|Xn −X| > ε) → 0 for all ε.

Theorem 1.46. The following relations hold between the modes of convergence:

(i) If Xn
a.s.−−→ X, then Xn

P−→ X.

(ii) If Xn
P−→ X, then there exists a subsequence {Xnk

} such that Xnk

a.s.−−→ X.

(iii) If every subsequence of {Xn} has a further subsequence converging to X a.s., then Xn
P−→ X.

Proof. Omitted.
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Proposition 1.47. If Xn
P−→ X and f is continuous, then f(Xn)

P−→ f(X).

Proof. Let {ni} be an arbitrary subsequence of indices. Since Xn
P−→ X, the subsequence {Xni}

also converges in probability to X. By Theorem 1.46 (ii), there exists a further sub-subsequence
{nij} such that Xnij

a.s.−−→ X. Because f is continuous, the Continuous Mapping Theorem for almost

sure convergence implies that f(Xnij
)

a.s.−−→ f(X). Thus, every subsequence of {f(Xn)} contains a

further sub-subsequence that converges almost surely to f(X). By the characterization in Theorem

1.46 (iii), it follows that f(Xn)
P−→ f(X).

While almost sure convergence and convergence in probability describe the behaviour of the random
variables as functions, Lp convergence describes the behaviour of their moments.

Definition 1.48. For p ∈ [1,∞), we say that a sequence of random variables {Xn} converges in

Lp to X, denoted Xn
Lp

−→ X, if Xn, X ∈ Lp (i.e., E|Xn|p < ∞) and limn→∞ E[|Xn −X|p] = 0.

Proposition 1.49. Xn
Lp

−→ X =⇒ Xn
P−→ X.

Proof. This follows immediately from Markov’s inequality: P(|Xn−X| > ε) ≤ ε−pE|Xn−X|p.

Definition 1.50. A collection of random variables {Xt : t ∈ T} is uniformly integrable (UI) if

lim
b→∞

sup
t∈T

E
[
χ{|Xt|>b}|Xt|

]
= 0.

Theorem 1.51. (Vitali Convergence Theorem) Let Xn, X ∈ L1. Then Xn
L1

−→ X if and only if

Xn
P−→ X and {Xn} is uniformly integrable.

Proof. Omitted.

Definition 1.52. Let µ, {µn}n∈N be probability measures on (X ,M). We say that µn converges
weakly to µ, denoted µn

w−→ µ, if for every bounded, continuous function f : X → R:∫
f dµn →

∫
f dµ.

If Xn ∼ µn and X ∼ µ, we say Xn converges in distribution to X, denoted Xn
d−→ X.

Note 1.53. The definition of weak convergence bridges probability theory and functional analysis.

1. The Dual Pairing: Let V = C0(X ) be the Banach space of continuous functions on a normed
space X vanishing at infinity equipped with the supremum norm ∥f∥∞ = supx∈X |f(x)|. We
define, for each measure µ, an associated functional T : V → R via the integral:

Tµf :=

∫
X
f(x)µ(dx) = E[f(X)].

In this context, the measure µ acts as a continuous linear functional on the space of functions.

2. Radon Measures: A Borel measure µ is called a Radon measure if it is inner regular,
meaning the measure of any Borel set can be approximated from within by compact sets:
µ(B) = sup{µ(K) : K ⊂ B,K compact}. On most spaces of interest, every probability
measure is a Radon measure.
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3. Weak vs. Weak* Convergence: The Riesz-Markov-Kakutani Representation Theorem
identifies the dual space V ∗ of C0(X ) as the space of finite signed Radon measures. In
functional analysis we have the following definitions:

• Weak convergence of µn → µ would require Λ(µn) → Λ(µ) for all Λ ∈ V ∗∗.

• Weak* convergence of µn → µ requires Tµnf → Tµf for all f ∈ V .

Thus, what probabilists call “weak convergence” is technically weak* convergence on the
space of measures. The term “weak” is used in probability I think because convergence in
distribution is the least restrictive mode in the hierarchy of convergence.

Proposition 1.54. Xn
P−→ X =⇒ Xn

d−→ X.

Proof. Let f be bounded and continuous. Since Xn
P−→ X, by the Continuous Mapping Theorem,

f(Xn)
P−→ f(X). Since f is bounded, the Dominated Convergence Theorem implies E[f(Xn)] →

E[f(X)].

Theorem 1.55. (Portmanteau) The following are equivalent for probability measures µn, µ:

(i) µn
w−→ µ.

(ii) lim supµn(F ) ≤ µ(F ) for every closed set F ⊂ X .

(iii) lim inf µn(G) ≥ µ(G) for every open set G ⊂ X .

(iv) limµn(A) = µ(A) for every Borel set A such that µ(∂A) = 0 (the µ-continuity sets).

Proof. Omitted.

Proposition 1.56. (Uniqueness of Weak Limits) If µn
w−→ µ and µn

w−→ ν, then µ = ν.

Proof. Firstly,
∫
f dµ =

∫
f dν for all bounded continuous f . Taking µn = µ as a constant sequence

and applying Portmanteau, we have µ(G) ≤ ν(G) for all open G. By symmetry, µ(G) = ν(G) for
all open sets. Thus, by outer-regularity µ(A) = ν(A) for all A ∈ B(R).

Theorem 1.57. (Skorokhod Representation Theorem) Let Xn
d−→ X. There exists a probability

space (Ω′,H′,P′) and random variables Yn, Y on it such that Yn
d
= Xn, Y

d
= X, and Yn

a.s.−−→ Y .

Proof. Omitted.

Proposition 1.58. (Continuous Mapping Theorem) Let h : X → Y be an a.s. continuous mea-

surable function. If Xn
d−→ X, then h(Xn)

d−→ h(X).

Proof. There exists Skorokhod representations {Yn}n∈N and Y such that Yn
d
= Xn, Y

d
= X, and

Yn
a.s.−−→ Y . Then by the Continuous Mapping Theorem, f(Yn)

a.s.−−→ f(Y ). Finally, one can show

that f(Yn)
d
= f(Xn) and f(Y )

d
= f(X). So another use of the Skorokhod representation theorem

yields f(Xn)
d−→ f(X).

Theorem 1.59. (Lévy Continuity Theorem) Let ϕn(r) = E[eirXn ] be the characteristic functions.

Then Xn
d−→ X if and only if ϕn(r) → ϕ(r) pointwise, where ϕ is continuous at 0.

Proof. Omitted.
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When dealing with sequences of random vectors {(X1,n, . . . , XK,n)}n∈N in RK , we distinguish be-
tween the convergence of individual coordinates (marginal convergence) and the convergence of
the vector (joint convergence).

Definition 1.60. We say Xn = (X1,n, . . . , XK,n) converges jointly to X = (X1, . . . , XK) in
mode α ∈ {a.s., P, Lp, d} if the sequence converges in the product space RK with respect to the
Borel σ-algebra B(RK).

Proposition 1.61. Let α ∈ {a.s., P, Lp}. Then Xk,n
α−→ Xk for each k = 1, . . . ,K if and only if

(X1,n, . . . , XK,n)
α−→ (X1, . . . , XK).

Proof. ( ⇐= ) follows from the Continuous Mapping Theorem using the coordinate projection

fk(x1, . . . , xk) = xk.

( =⇒ ) follows from the fact that the product metric d(x, y) = (
∑

|xk − yk|2)1/2 is bounded by the

sum of the coordinate distances. For instance, for Xn
P−→ X, we use:

P
(√∑

|Xk,n −Xk|2 > ε

)
≤ P

(∑
|Xk,n −Xk| > ε

)
≤

K∑
k=1

P
(
|Xk,n −Xk| >

ε

K

)
.

Since each term in the finite sum vanishes as n → ∞, the joint probability vanishes.

Note 1.62. Marginal convergence in distribution does not imply joint convergence in distribution:

Xk,n
d−→ Xk ≠⇒ (X1,n, . . . , XK,n)

d−→ (X1, . . . , XK).

Theorem 1.63. (Cramér-Wold Device) A sequence of random vectors Xn ∈ RK converges in dis-
tribution to X if and only if every linear combination of their components converges in distribution:

Xn
d−→ X ⇐⇒ t⊤Xn

d−→ t⊤X ∀t ∈ RK .

Proof. Omitted.

Lemma 1.64. (Slutsky’s Theorem) Let Xn, X and Yn be random variables. If Xn
d−→ X and

Yn
P−→ c for some constant c ∈ R, then the joint convergence is ”rescued”: (Xn, Yn)

d−→ (X, c).
Consequently:

(i) Xn + Yn
d−→ X + c

(ii) XnYn
d−→ cX

(iii) Xn/Yn
d−→ X/c, provided c ̸= 0.

Proof. First, one shows (Xn, Yn)
d−→ (X, c). This is usually done by showing the joint characteristic

function E[ei(r1Xn+r2Yn)] converges to E[eir1X ]eir2c. Once joint convergence is established, (i)-(iii)
follow by applying the Continuous Mapping Theorem to the functions g(x, y) = x+ y, xy, and x/y
respectively.
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2 Conditioning and Independence

2.1 Independence

Despite my stubborn avoidance up to this point; in order to efficiently extend properties from simple
sets to σ-algebras without verifying additivity on algebras at every step, it is useful to introduce
the π-λ (or Dynkin system) framework.

Definition 2.1. Let Ω be a set.

1. A collection P of subsets of Ω is a π-system if it is closed under finite intersections:

A,B ∈ P =⇒ A ∩B ∈ P.

2. A collection L of subsets of Ω is a λ-system if:

(i) Ω ∈ L.
(ii) If A ∈ L, then Ac ∈ L.
(iii) If {An}∞n=1 is a sequence of disjoint sets in L, then

⋃∞
n=1An ∈ L.

Note 2.2. A σ-algebra is simply a collection that is both a π-system and a λ-system. The λ-system
axioms are essentially the “bare minimum” requirements for a collection to behave consistently with
a probability measure (which is defined via disjoint unions).

Theorem 2.3. If P is a π-system and L is a λ-system such that P ⊂ L, then σ(P) ⊂ L.

Proof. Let L(P) be the intersection of all λ-systems containing P. This is the smallest λ-system
containing P. Since every σ-algebra is a λ-system, L(P) ⊂ σ(P). To prove the theorem, it suffices
to show that L(P) is a π-system; if it is, it must be a σ-algebra, implying σ(P) ⊂ L(P) ⊂ L.
For any C ∈ L(P), define the collection LC = {B ⊂ Ω : B ∩ C ∈ L(P)}. We first verify that LC is
a λ-system:

1. Ω ∈ LC because Ω ∩ C = C ∈ L(P).

2. If B ∈ LC , then Bc ∩ C = C \ (B ∩ C). Since L(P) is a λ-system and (B ∩ C) ⊂ C (both in
L(P)), their difference is in L(P). Thus Bc ∈ LC .

3. Closure under disjoint unions follows from: (
⋃

Bn) ∩ C =
⋃
(Bn ∩ C).

Now, fix A ∈ P. For any B ∈ P, A∩B ∈ P ⊂ L(P) (since P is a π-system). Thus, P ⊂ LA. Since
LA is a λ-system, the minimality of L(P) implies L(P) ⊂ LA.
This means for any A ∈ P and C ∈ L(P), we have A ∩ C ∈ L(P). This is equivalent to saying
A ∈ LC for all A ∈ P, which implies P ⊂ LC .
Again, by minimality, L(P) ⊂ LC for any C ∈ L(P). Thus, for any B,C ∈ L(P), we have
B ∩ C ∈ L(P), proving that L(P) is a π-system.

Independence is a statement about the factorization of information. We define it for σ-algebras
first, as they represent the “available information.”

Definition 2.4. A finite collection of sub-σ-algebras {F1, . . . ,Fn} is independent if for all
bounded, Fi-measurable random variables Vi:

E

[
n∏

i=1

Vi

]
=

n∏
i=1

E[Vi].

An arbitrarily indexed collection {Ft}t∈T is independent if every finite sub-collection is independent.
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Using the π-λ theorem, we can reduce the requirement of checking all measurable functions to
simply checking the “building blocks” of the σ-algebras.

Proposition 2.5. Let P1, . . . ,Pn be π-systems. If for all Ai ∈ Pi:

P

(
n⋂

i=1

Ai

)
=

n∏
i=1

P(Ai),

then the σ-algebras σ(P1), . . . , σ(Pn) are independent.

Proof. We use the π-λ theorem to “lift” the property from sets to σ-algebras one by one. Fix
A2 ∈ P2, . . . , An ∈ Pn. Define the collection:

L = {A ∈ H : P(A ∩A2 ∩ · · · ∩An) = P(A)P(A2) . . .P(An)}.

One can easily check that L is a λ-system. Since P1 ⊂ L and P1 is a π-system, σ(P1) ⊂ L. Now, we
can fix A1 ∈ σ(P1), A3 ∈ P3, . . . and repeat the argument for P2. After n iterations, the product
rule holds for all Ai ∈ σ(Pi). The extension to expectations of measurable functions follows via the
standard machinery (simple functions → Monotone Convergence).

Proposition 2.6. Let {Ft : t ∈ T} be independent sub-σ-algebras.

(i) Monotonicity: If Gt ⊂ Ft is a sub-σ-algebra for each t, then {Gt : t ∈ T} is independent.

(ii) Grouping: Let {Ts : s ∈ S} be a partition of T . Define Gs = σ
(⋃

t∈Ts
Ft

)
. Then {Gs : s ∈ S}

is independent.

(iii) Sequential Independence: The sequence F1,F2, . . . is independent if and only if {F1, . . . ,Fn}
and Fn+1 are independent for all n ≥ 1.

Proof.

(i) Trivial: Any Gt-measurable function is Ft-measurable.

(ii) For each s ∈ S, define the collection of finite intersections:

Ps =


k⋂

j=1

Btj : tj ∈ Ts, Btj ∈ Ftj

 .

Each Ps is a π-system that generates Gs. If we pick As1 ∈ Ps1 , . . . , Ask ∈ Psk , the inter-
section

⋂
Asi consists of sets from disjoint index sets Tsi . By the original independence of

{Ft}, the probability of this intersection factors. By Proposition 2.5, the σ-algebras {Gs} are
independent.

(iii) ( =⇒ ) This follows from (ii) by partitioning T into T1 = {1, . . . , n} and T2 = {n+1, n+2, . . . }.
( ⇐= ) We proceed by induction. The base case n = 1 is trivial. Assume {F1, . . . ,Fn} is
independent. For any positive measurable Vi ∈ Fi:

E

[(
n∏

i=1

Vi

)
Vn+1

]
= E

[
n∏

i=1

Vi

]
E[Vn+1],

where we used the assumption that the “past” σ(F1, . . . ,Fn) and the “current” Fn+1 are
independent. Applying the inductive hypothesis to the first term yields the full factorization.
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Note 2.7. The Grouping Property (ii) matches our intuition: if you have several groups of people,
and everyone in the room is independent of everyone else, then any “summary” of Group A (like
the average height) must be independent of any “summary” of Group B.

Definition 2.8. Random objects {Xt : t ∈ T} are independent if the generated σ-algebras
{σ(Xt) : t ∈ T} are independent.

Proposition 2.9. Real-valued random variables X1, . . . , Xn are independent if and only if any of
the following hold:

(i) For all xi ∈ R, P(X1 ≤ x1, . . . , Xn ≤ xn) =
∏

P(Xi ≤ xi).

(ii) The joint distribution µX is the product of the marginals: µX = µX1 ⊗ · · · ⊗ µXn .

(iii) ϕX(t) =
∏n

j=1 ϕXj (tj) for all t ∈ Rn. Where, recall, the characteristic function ϕX : R → C
for a real-valued random variable is ϕX(t) = E[eitX ] and is ϕX(t) = E[ei⟨t,X⟩] where t ∈ Rn

for a real-valued random vector X = (X1, . . . , Xn).

Proof. We will proceed by showing Def ⇐⇒ (ii), then (ii) ⇐⇒ (i), and finally (ii) ⇐⇒ (iii).
Let µX be the joint distribution (law) of X on (Rn,B(Rn)), and let ν = µX1 ⊗ · · · ⊗ µXn be the
product measure of the marginals.

Def ⇐⇒ (ii). By definition, X1, . . . , Xn are independent if σ(X1), . . . , σ(Xn) are independent
σ-algebras. ( =⇒ ) If they are independent, then for any Borel sets B1, . . . , Bn ∈ B(R):

µX(B1 × · · · ×Bn) = P(X1 ∈ B1, . . . , Xn ∈ Bn) =
n∏

i=1

P(Xi ∈ Bi) =
n∏

i=1

µXi(Bi).

This shows that µX agrees with the product measure ν on all measurable rectangles. Since mea-
surable rectangles form a π-system that generates B(Rn), the uniqueness of measure extension (via
the π-λ Theorem) implies µX = ν. ( ⇐= ) If µX = ν, then the probability of any rectangle factors.
By the π-system criterion (Prop 2.5), the generated σ-algebras are independent.

(ii) ⇐⇒ (i). ( =⇒ ) This is trivial. If µX = ν, we simply evaluate the measures on the specific
rectangles Bi = (−∞, xi]. ( ⇐= ) Let P be the collection of semi-infinite rectangles of the form
(−∞, x1] × · · · × (−∞, xn]. This is a π-system that generates B(Rn). If (i) holds, then µX and ν
agree on P. By the π-λ Theorem, µX = ν.

(ii) ⇐⇒ (iii). ( =⇒ ) Suppose µX = ν. By the change of variables formula and Fubini’s Theorem:

ϕX(t) =

∫
Rn

ei⟨t,x⟩ dµX(x) =

∫
R
· · ·
∫
R

n∏
j=1

eitjxj dµX1(x1) . . . dµXn(xn)

=

n∏
j=1

∫
R
eitjxj dµXj (xj) =

n∏
j=1

ϕXj (tj).

( ⇐= ) The characteristic function ϕX(t) is the Fourier-Stieltjes transform of the measure µX . The
product

∏
ϕXj (tj) is the Fourier-Stieltjes transform of the product measure ν (as shown in the

forward direction). By the Uniqueness Theorem for Fourier Transforms, two finite Borel measures
with identical transforms are equal. Thus µX = ν.
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Definition 2.10. Given independent σ-algebras G1,G2, . . . , the tail σ-algebra is:

T =
∞⋂
n=1

σ(Gn+1,Gn+2, . . . ).

Theorem 2.11 (Kolmogorov’s 0-1 Law). If A ∈ T , then P(A) ∈ {0, 1}.

Proof. Let Fn = σ(G1, . . . ,Gn) and Tn = σ(Gn+1, . . . ).

1. By Grouping (Prop 2.6 ii), Fn and Tn are independent.

2. Since A ∈ T ⊂ Tn, A is independent of Fn for every n.

3. Let P =
⋃

nFn. This is a π-system (an algebra) that generates F∞ = σ(G1,G2, . . . ). Since A
is independent of every Fn, it is independent of P.

4. By the π-system criterion, A is independent of σ(P) = F∞.

5. However, A ∈ T ⊂ F∞. This means A is independent of itself:

P(A) = P(A ∩A) = P(A)P(A) = P(A)2.

The only solutions to x = x2 are 0 and 1.

Example 2.12. Let X1, X2, . . . be independent random variables and Sn =
∑n

i=1Xi.

• The event {limn→∞
Sn
n exists and is 0} is a tail event. Thus, the Strong Law of Large Num-

bers can only conclude that this probability is either 0 or 1.

• The event {lim supn→∞ Sn = ∞} is a tail event.

• The event {supn Sn > 0} is not a tail event, as it depends on the values of the first few Xi.

2.2 Conditional Expectations

Example 2.13. Let (Ω,H,P) be a probability space and let X be R+-valued random variable.
Recall that E[X] =

∫
X(ω) dP(ω) is the expected value of X, and is a reasonable “best guess” for

the value of X(ω) without any information on ω.
Let’s assume slightly more information; namely that ω lies in H for some H ∈ H with P(H) ̸= 0.
In this case our “best guess” for X(ω) is now

1

P(H)

∫
χH(ω)X(ω) dP(ω) =

E [XχH ]

P(H)
.

And in the case P(H) = 0, we can just define this quotient to be 0.
Let’s further increase the information; now we allow ourselves to know whether ω lies in H or
not. But we do not know which in advance. In that case, our “best guess” is a function of ω that
depends on whether ω ∈ H or ω ∈ Hc:

X̄(ω) :=

(
E [XχH ]

P(H)

)
χH(ω) +

(
E [XχHc ]

P(Hc)

)
χHc(ω).

Now we make three observations:
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(i) X̄ is measurable with respect to F = {∅, H,Hc,Ω}; the σ-algebra generated {H}.

(ii) Any F-measurable random variable Y takes the form

Y (ω) = aχH(ω) + bχHc(ω).

And so for any F-measurable random variable Y :

E[XY ] = aE[XχH ] + bE[XχHc ] = aP(H)
E [XχH ]

P(H)
+ bP(Hc)

E [XχHc ]

P(Hc)

= E
[
aχH

E [XχH ]

P(H)
+ bχHc

E [XχHc ]

P(Hc)

]
= E

[
X̄Y

]
.

These properties uniquely determine the “conditional expectation” up to almost sure equivalence.

Definition 2.14. Let (Ω,H,P) be a probability space and let F be a sub σ-algebra of H. Let
X be a non-negative real-valued random variable. The conditional expectation of X given F ,
denoted E[X|F ] is any random variable X̄ that satisfies

(i) X̄ is F-measurable.

(ii) For every non-negative F-measurable V , E[V X] = E[V X̄].

We call X̄ a version of E[X|F ]. For an arbitrary random variable X, if EX exists and at least one
of the below terms is finite, we define the conditional expectation

E[X|F ] = E[X+|F ]− E[X−|F ],

where X+(ω) = max{X(ω), 0} and X−(ω) = max{−X(ω), 0}.

Proposition 2.15. Condition (ii) in definition 2.14 is equivalent to EχHX = EχHX̄ for all H ∈ F

Proof. Suppose X̄ satisfies condition (ii). Then since E[V X] = E[V X̄] holds for any non-negative
F-measurable V , it holds in particular for V = χH for any H ∈ F . For the converse, suppose
E[χHX] = E[χHX̄] for every H ∈ F . By linearity, the same equality holds when V is any non-
negative F-measurable simple function. The monotone convergence theorem then extends this to
any non-negative F-measurable V .

Proposition 2.16. If X is integrable, so is E[X|F ].

Proof. We must show E[|E[X|F ]|] < ∞. By the triangle inequality it suffices to show

E[E[X+|F ]] < ∞ and E[E[X−|F ]] < ∞.

Let X̄+ and X̄− be versions of E[X+|F ] and E[X−|F ] respectively. Applying condition (ii) of
Definition 2.14 with V = 1 identically gives

E[X̄+] = E[X+] < ∞, E[X̄−] = E[X−] < ∞,

where finiteness follows from integrability of X.
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Theorem 2.17. Let (Ω,H,P) be a probability space, let F be a sub-σ-algebra of H, and let X be a
random variable s.t. E[X] exists. Then E[X|F ] exists and is unique up to almost sure equivalence.

Proof. We first prove existence and uniqueness for non-negative X, then extend to the general case.
Uniqueness. Suppose X ≥ 0 and X̄, X̄ ′ are both versions of E[X|F ]. Then X̄, X̄ ′, X ≥ 0 are all
F-measurable (or H-measurable), so by repeated application of condition (ii),

E[X̄2] = E[X̄ · X̄] = E[X̄ ′ ·X] = E[X̄ ′ · X̄ ′] = E[(X̄ ′)2].

Therefore
E
[
(X̄ − X̄ ′)2

]
= E[X̄2]− 2E[X̄X̄ ′] + E[(X̄ ′)2] = 0,

which implies X̄ = X̄ ′ almost surely.
Existence Suppose X ≥ 0. Define two measures on (Ω,F) by

R(H) = P(H), Q(H) =

∫
H
X(ω) dP(ω), H ∈ F .

Then R is a finite (hence σ-finite) measure on F , and Q ≪ R: if R(H) = 0 then Q(H) =
∫
H X dP =

0. By the Radon–Nikodym theorem, there exists a non-negative F-measurable function X̄ such
that for all H ∈ F ,

Q(H) =

∫
H
X̄(ω) dR(ω) =

∫
H
X̄(ω) dP(ω).

That is, E[χHX] = E[χHX̄] for all H ∈ F . By the preceding proposition, this is equivalent to
condition (ii) of Definition 2.14, so X̄ is a version of E[X|F ].
General case. For arbitrary X with E[X] existing, write X = X+ −X−. Since X+ and X− are
both non-negative, the above gives the existence of versions X̄+ and X̄− of E[X+|F ] and E[X−|F ]
respectively. Setting X̄ = X̄+ − X̄− gives a version of E[X|F ] by definition. Uniqueness follows
since if X̄, X̄ ′ are two versions of E[X|F ], then there exist versions X̄+, (X̄ ′)+ of E[X+|F ] and
X̄−, (X̄ ′)− of E[X−|F ] such that X̄ = X̄+ − X̄− and X̄ ′ = (X̄ ′)+ − (X̄ ′)−. By uniqueness in the
non-negative case, X̄+ a.s.

= (X̄ ′)+ and X̄− a.s.
= (X̄ ′)−, and hence X̄

a.s.
= X̄ ′.

Definition 2.18. Let (Ω,H,P) be a probability space, let X be a random variable, and let Y be
a random variable taking values in a measurable space (Y,N ). The conditional expectation of
X given Y is defined to be E[X | σ(Y )], the conditional expectation of X given the σ-algebra
generated by Y .

Proposition 2.19. Let X be a non-negative random variable and let Y be a random variable
taking values in (Y,N ). Then every version of E[X | Y ] has the form f ◦ Y for some non-negative
N -measurable function f . Conversely, f ◦ Y is a version of E[X | Y ] if and only if for every
non-negative N -measurable h,

E[(f ◦ Y )(h ◦ Y )] = E[X(h ◦ Y )].

Proof. Since every version of E[X | Y ] is σ(Y )-measurable, and since a random variable is σ(Y )-
measurable if and only if it equals f ◦ Y for some N -measurable f ≥ 0 (by Doob–Dynkin), every
version has the stated form. The characterization of when f ◦ Y is a version then follows directly
from condition (ii) of Definition 2.14, since the σ(Y )-measurable non-negative random variables are
precisely those of the form h ◦ Y for N -measurable h ≥ 0.
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Proposition 2.20 (Properties of Conditional Expectation). Let (Ω,H,P) be a probability space,
F a sub-σ-algebra of H, and a, b, c ∈ R. Assume all conditional expectations below exist. Then the
following hold almost surely:

(i) Monotonicity. If X ≤ Y , then E[X|F ] ≤ E[Y |F ].

(ii) Linearity. E[aX + bY + c | F ] = aE[X|F ] + bE[Y |F ] + c.

(iii) Insensitivity. If X
a.s.
= Y , then E[X|F ]

a.s.
= E[Y |F ].

(iv) Monotone Convergence. If Xn ≥ 0 and Xn ↗ Y , then E[Xn|F ] ↗ E[Y |F ].

(v) Fatou’s Lemma. If Xn ≥ 0, then E[lim infnXn | F ] ≤ lim infn E[Xn|F ].

(vi) D.C.T. If |Xn| ≤ Y with E[Y ] < ∞ and Xn → X a.s., then E[Xn|F ] → E[X|F ].

(vii) Jensen’s Inequality. If φ : R → R is convex, then φ(E[X|F ]) ≤ E[φ(X)|F ].

Theorem 2.21. Let (Ω,H,P) be a probability space and let F ,G be sub-σ-algebras of H. Let W
and X be random variables such that E[X] and E[WX] exist. Then:

(i) Conditional determinism. If W is F-measurable, then

E[WX | F ] = W E[X|F ] a.s.

(ii) Tower property. If F ⊆ G, then

E
[
E[X|G]

∣∣ F] = E
[
E[X|F ]

∣∣ G] = E[X|F ] a.s.

Proof. We prove both parts for W,X ≥ 0.
(i). Let X̄ be a version of E[X|F ]. We claim WX̄ is a version of E[WX|F ]. Since W and X̄ are
both F-measurable, so is WX̄. For any non-negative F-measurable V , the product VW is also
non-negative and F-measurable, so by condition (ii) applied to X̄,

E[V ·WX] = E[(VW )X] = E[(VW )X̄] = E[V ·WX̄].

Hence WX̄ = WE[X|F ] is a version of E[WX|F ].
(ii). Let X̄ = E[X|F ]. Since X̄ is F-measurable and F ⊆ G, X̄ is also G-measurable. By
conditional determinism applied with the constant W = 1 and G in place of F ,

E
[
E[X|F ]

∣∣ G] = E[X̄ | G] = X̄ · E[1|G] = X̄ = E[X|F ].

For the other equality, let X̃ = E[X|G]. We verify that X̄ is a version of E[X̃|F ] by checking the two
conditions of Definition 2.14. First, X̄ is F-measurable by definition. Second, for any non-negative
F-measurable V , since F ⊆ G, V is also G-measurable, so by condition (ii) applied to X̃,

E[V X̃] = E[V X],

and by condition (ii) applied to X̄,
E[V X̄] = E[V X].

Hence E[V X̃] = E[V X̄] for all non-negative F-measurable V , so X̄ is a version of E[X̃|F ], i.e.,

E
[
E[X|G]

∣∣ F] = E[X|F ].
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2.3 Conditional Distributions

Recall that for any event H ∈ H, we can write P(H) = E[χH ]. This suggests defining the condi-
tional probability of H given F as the conditional expectation of χH . Collecting these conditional
probabilities together for all H ∈ H would give us a conditional distribution, analogous to how P is
determined by its values on events. However, there is a subtlety: conditional expectations are only
defined up to almost sure equivalence, and the almost sure null set where countable additivity fails
may depend on the sequence of events in question. So it is not automatic that we can find versions
of P(H|F) for each H ∈ H that simultaneously form a valid measure for every ω ∈ Ω. When this
is possible, we call the result a regular version of the conditional probability.

Definition 2.22. Let (Ω,H,P) be a probability space and let F be a sub-σ-algebra of H. For each
H ∈ H, the conditional probability of H given F is the random variable

P(H|F) = E[χH |F ].

Definition 2.23. Let (Ω,H,P) be a probability space and let F be a sub-σ-algebra of H. A
regular version of the conditional probability P(·|F) is a kernel Q : Ω×H → [0, 1] such that:

(i) For each H ∈ H, Q(·, H) is a version of P(H|F).

(ii) For each ω ∈ Ω, Q(ω, ·) is a probability measure on (Ω,H).

Theorem 2.24. If (Ω,H) is a standard measurable space, then P(·|F) has a regular version.

Regular versions give us a constructive way to compute conditional expectations as integrals, re-
solving the nonconstructive nature of Definition 2.14.

Proposition 2.25. If Q is a regular version of P(·|F), then for every random variable X whose
expectation exists, ∫

Q(ω,dω′)X(ω′)

is a version of E[X|F ].

Proof. We prove the result for X ≥ 0; the general case follows by writing X = X+ − X−. Let
X̄(ω) =

∫
Q(ω,dω′)X(ω′). Since Q is a kernel, X̄ is F-measurable. It remains to verify condition

(ii) of Definition 2.14. For any H ∈ H, since Q(·, H) is a version of P(H|F) = E[χH |F ], and for
any non-negative F-measurable V , applying conditional determinism and the tower property gives

E[V ·Q(·, H)] = E[V E[χH |F ]] = E[E[VχH |F ]] = E[VχH ].

By linearity and monotone convergence, this extends from indicators to all X ≥ 0, giving E[V X̄] =
E[V X] for all non-negative F-measurable V .

Definition 2.26. Let (Ω,H,P) be a probability space, F a sub-σ-algebra of H, and Y a random
variable taking values in (Y,N ). The conditional distribution of Y given F is a transition kernel
L from (Ω,F) to (Y,N ) such that for all ω ∈ Ω and B ∈ N ,

L(ω,B) = P(Y ∈ B|F)(ω).

Theorem 2.27. If (Y,N ) is a standard measurable space, then the conditional distribution of Y
given F exists.
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We now turn to the relationship between joint and conditional distributions. The following disinte-
gration theorem says that any joint distribution on a product space can be factored into a marginal
and a conditional, provided the second component lives in a standard measurable space.

Theorem 2.28. (Disintegration) Let π be a probability measure on (X ×Y,M⊗N ). If (Y,N ) is a
standard measurable space, then there exists a probability measure µ on (X ,M) and a probability
kernel K from (X ,M) to (Y,N ) such that

π(dx,dy) = µ(dx)K(x,dy).

Proof. Let Ω = X × Y with H = M⊗N , and define random variables X(ω) = x and Y (ω) = y
for ω = (x, y) ∈ Ω. Since (Y,N ) is standard, by Theorem 2.27 there exists a version L(ω,B)
of the conditional distribution of Y given σ(X). Since L(ω,B) is σ(X)-measurable in ω, by the
Doob–Dynkin lemma we can write L(ω,B) = K(X(ω), B) for some M-measurable kernel K. Let
µ(A) = π(A × Y) be the marginal distribution of X. Then for any A ∈ M, B ∈ N , applying
conditional determinism and the tower property gives

π(A×B) = E[χA(X)χB(Y )]

= E
[
E[χA(X)χB(Y )|σ(X)]

]
= E

[
χA(X)E[χB(Y )|σ(X)]

]
= E[χA(X)K(X,B)]

=

∫
A
µ(dx)K(x,B).

Since the measurable rectangles form a π-system generating M⊗N , and both sides are probability
measures agreeing on this π-system, they agree on all of M⊗N .

Theorem 2.29. LetX and Y be random variables taking values in (X ,M) and (Y,N ) respectively,
with joint distribution π. Suppose π can be written µ(dx)K(x,dy), i.e., for any A ∈ M, B ∈ N ,

π(A×B) =

∫
A
µ(dx)K(x,B).

Then µ is the marginal distribution ofX, the kernel L defined by L(ω,B) = K(X(ω), B) is a version
of the conditional distribution of Y given σ(X), and for all non-negative (M⊗N )-measurable f ,

E[f(X,Y )|σ(X)] =

∫
K(X,dy) f(X, y) a.s.

Proof. That µ is the marginal distribution ofX follows immediately since π(A×Y) =
∫
A µ(dx)K(x,Y) =

µ(A). To see that L(ω,B) = K(X(ω), B) is a version of the conditional distribution of Y given
σ(X), we verify that for any A ∈ M and B ∈ N ,

E[χA(X)K(X,B)] =

∫
A
µ(dx)K(x,B) = π(A×B) = E[χA(X)χB(Y )],

which by the characterization in Proposition 2.25 confirms K(X(ω), B) is a version of P(Y ∈
B|σ(X)). The formula for conditional expectations follows from Proposition 2.25 applied with the
regular version L.
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Corollary 2.30. Suppose the joint distribution π of X and Y has the representation π(dx,dy) =
µ0(dx) ν0(dy) p(x, y), where µ0 and ν0 are σ-finite measures on (X ,M) and (Y,N ) respectively.
Define

m(x) =

∫
ν0(dy) p(x, y),

and

k(x, y) =

{
p(x, y)/m(x) m(x) > 0,∫
µ0(dx

′) p(x′, y) m(x) = 0.

Then µ0(dx)m(x) is the marginal distribution of X, and ν0(dy) k(x, y) is the conditional distribu-
tion of Y given X.

Proof. Set µ(dx) = µ0(dx)m(x) and K(x,dy) = ν0(dy) k(x, y). We verify that µ is a probability
measure, K is a probability kernel, and π(dx,dy) = µ(dx)K(x,dy), so that Theorem 2.29 applies.
That µ is a probability measure follows from Fubini’s theorem:

µ(X ) =

∫
µ0(dx)m(x) =

∫
µ0(dx)

∫
ν0(dy) p(x, y) = π(X × Y) = 1.

That K(x, ·) is a probability measure for each x follows since k ≥ 0 and

K(x,Y) =

∫
ν0(dy) k(x, y) = 1,

which holds in both cases of the definition of k: whenm(x) > 0,
∫
ν0(dy) p(x, y)/m(x) = m(x)/m(x) =

1, and whenm(x) = 0,
∫
ν0(dy)

∫
µ0(dx

′)p(x′, y) = π(X×Y) = 1 by Fubini. Finally, for any A ∈ M
and B ∈ N , another application of Fubini gives∫

A
µ(dx)K(x,B) =

∫
A
µ0(dx)m(x)

∫
B
ν0(dy) k(x, y).

When m(x) > 0, m(x) · k(x, y) = p(x, y), and when m(x) = 0, both m(x)k(x, y) = 0 and∫
B ν0(dy) p(x, y) ≤ m(x) = 0, so in both cases m(x)k(x, y) = p(x, y). Therefore∫

A
µ(dx)K(x,B) =

∫
A
µ0(dx)

∫
B
ν0(dy) p(x, y) = π(A×B).

2.4 Conditional Independence

Recall that finitely many sub-σ-algebras F1, . . . ,Fn ⊂ H are independent if for all bounded Fi-
measurable random variables Vi, E[

∏
i Vi] =

∏
i E[Vi]. We generalize this by replacing expectations

with conditional expectations given some sub-σ-algebra F . Note that taking F = {Ω, ∅} recovers
the original definition, since conditioning on the trivial σ-algebra carries no information.

Definition 2.31. Let (Ω,H,P) be a probability space and let F be a sub-σ-algebra of H. A finite
collection of sub-σ-algebras F1, . . . ,Fn ⊂ H is conditionally independent given F if for all
non-negative Fi-measurable random variables Vi,

E

[
n∏

i=1

Vi

∣∣∣F] =

n∏
i=1

E[Vi|F ] a.s.

An arbitrarily indexed collection {Ft : t ∈ T} is conditionally independent given F if every finite
subcollection is. Random variables {Xt : t ∈ T} are conditionally independent given F if the
generated σ-algebras {σ(Xt) : t ∈ T} are.
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Just as in the unconditional case, it suffices to check the factorization condition on π-systems
generating the relevant σ-algebras.

Proposition 2.32. Let F ,F1, . . . ,Fn be sub-σ-algebras of H with n ≥ 2. For each i ≤ n, let Ci be
a π-system containing Ω that generates Fi. Then F1, . . . ,Fn are conditionally independent given
F if and only if for each H1 ∈ C1, . . . ,Hn ∈ Cn,

P(H1 ∩ · · · ∩Hn|F) = P(H1|F) · · ·P(Hn|F) a.s.

Proposition 2.33. {Ft : t ∈ T} is conditionally independent given F if and only if {Gt : t ∈ T} is
conditionally independent given F for every collection satisfying Gt ⊂ Ft for each t ∈ T .

Proof. For necessity, take Gt = Ft. For sufficiency, note that if Gt ⊂ Ft, then for any finite
subcollection t1, . . . , tn and any non-negative Gti-measurable Vi, each Vi is also Fti-measurable, so
conditional independence of {Ft} gives

E

[
n∏

i=1

Vi

∣∣∣F] =

n∏
i=1

E[Vi|F ] a.s.

Proposition 2.34. {Ft : t ∈ T} is conditionally independent given F if and only if for every
subpartition {Ts : s ∈ S} of T , the collection {Fs : s ∈ S} is conditionally independent given F ,
where Fs =

∨
t∈Ts

Ft.

Proof. For necessity, take the subpartition Ts = {s}, S = T . For sufficiency, by definition {Fs :
s ∈ S} is conditionally independent given F if any finite subcollection Fs1 , . . . ,Fsn is conditionally
independent given F . By Proposition 2.32, it suffices to check that

P(H1 ∩ · · · ∩Hn|F) = P(H1|F) · · ·P(Hn|F)

for eachHi ∈ Ci, where Ci is a π-system containing Ω and generating Fsi . Take Ci to be the collection
of finite intersections of sets from

⋃
t∈Tsi

Ft; this is a π-system containing Ω that generates Fsi .

Each H1 ∩ · · · ∩Hn is then a finite intersection of sets with distinct indices from {Ft : t ∈ T}, and
so the conditional independence of this collection yields the required factorization.

Proposition 2.35. The sequence F1,F2, . . . is conditionally independent given F if and only if
for each k ≥ 2, Fk is conditionally independent of F1, . . . ,Fk−1 given F .

Proof. For necessity, subgrouping gives that
∨k−1

i=1 Fi is conditionally independent of Fk given F
for each k. For sufficiency, take any non-negative Vi ∈ Fi. By the tower property and conditional
determinism,

E

[
n∏

i=1

Vi

∣∣∣F] = E

[
E

[
n∏

i=1

Vi

∣∣∣∣∣F ∨
n−1∨
i=1

Fi

] ∣∣∣∣∣F
]
= E

[
n−1∏
i=1

Vi · E[Vn|F ∨
n−1∨
i=1

Fi]

∣∣∣∣∣F
]
.

By Proposition 2.38 and the sequential conditional independence assumption, E[Vn|F ∨
∨n−1

i=1 Fi] =
E[Vn|F ], so

= E

[
n−1∏
i=1

Vi

∣∣∣∣∣F
]
E[Vn|F ].

Repeating this argument on the remaining product yields the full factorization.
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Proposition 2.36. {Ft : t ∈ T} is conditionally independent given F if and only if {Ft∨F : t ∈ T}
is conditionally independent given F .

Proof. For necessity, apply coarsening since Ft ⊂ Ft∨F . For sufficiency, by definition we must show
that for each finite subcollection t1, . . . , tn, the σ-algebras Ft1 ∨ F , . . . ,Ftn ∨ F are conditionally
independent given F . For each i, let Ci be the π-system of sets of the form Ai ∩ Bi with Ai ∈ Fti

and Bi ∈ F ; then Ω ∈ Ci and σ(Ci) = Fti ∨ F . For Hi = Ai ∩Bi ∈ Ci, by conditional determinism
and conditional independence of {Ft},

P(H1 ∩ · · · ∩Hn|F) = E[χA1
χB1

· · ·χAn
χBn

|F ]

= χB1
· · ·χBn

E[χA1
· · ·χAn

|F ]

= χB1
· · ·χBn

P(A1|F) · · ·P(An|F)

= P(H1|F) · · ·P(Hn|F).

By Proposition 2.32, this gives the result.

Proposition 2.37. {Ft : t ∈ T} is conditionally independent given F if and only if for all subsets
S ⊂ T , {Ft : t ∈ T} is conditionally independent given F ∨

(∨
s∈S Fs

)
.

Proof. For necessity, take S = ∅. For sufficiency, let F ′ = F ∨
(∨

s∈S Fs

)
and consider a finite sub-

collection t1, . . . , tn ∈ T . Suppose without loss of generality that t1, . . . , tm ∈ S and tm+1, . . . , tn /∈ S
for some m ≤ n. For non-negative Vi ∈ Fti , by conditional determinism,

E

[
n∏

i=1

Vi

∣∣∣F ′

]
= V1 · · ·Vm E

[
n∏

i=m+1

Vi

∣∣∣F ′

]
.

Since
∨n

i=m+1Fti is conditionally independent of
∨

s∈S Fs given F by assumption and subgrouping,
Proposition 2.38 gives

E

[
n∏

i=m+1

Vi

∣∣∣F ′

]
= E

[
n∏

i=m+1

Vi

∣∣∣F] =
n∏

i=m+1

E[Vi|F ],

where the last equality uses the original conditional independence assumption and subgrouping.
By conditional determinism and Proposition 2.38,

V1 · · ·Vm

n∏
i=m+1

E[Vi|F ] =
m∏
i=1

E[Vi|F ′] ·
n∏

i=m+1

E[Vi|F ′] =
n∏

i=1

E[Vi|F ′].

Proposition 2.38. Let F1,F2,F be sub-σ-algebras of H. The following are equivalent:

(a) F1 and F2 are conditionally independent given F .

(b) E[V2|F ∨ F1] = E[V2|F ] a.s. for every non-negative F2-measurable V2.

(c) E[V2|F ∨ F1] is F-measurable for every non-negative F2-measurable V2.

Proof. (a) =⇒ (b). By Propositions 2.36 and 2.33, F1 ∨ F and F2 are conditionally independent
given F . Therefore for any non-negative V1 ∈ F1 ∨ F and V2 ∈ F2,

E[V1V2|F ] = E[V1|F ]E[V2|F ] = E
[
V1 E[V2|F ]

∣∣ F].
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Taking expectations and applying the tower property,

E[V1V2] = E
[
V1 E[V2|F ]

]
.

This is precisely the characterization of E[V2|F ∨ F1], so E[V2|F ∨ F1] = E[V2|F ] a.s.
(b) =⇒ (c). If E[V2|F ∨ F1] = E[V2|F ] a.s., then since E[V2|F ] is F-measurable by definition, so
is E[V2|F ∨ F1].
(c) =⇒ (a). Suppose E[V2|F ∨ F1] is F-measurable for all non-negative V2 ∈ F2. By conditional
determinism and the tower property,

E[V2|F ∨ F1] = E
[
E[V2|F ∨ F1]

∣∣ F] = E[V2|F ].

Therefore for any non-negative V1 ∈ F1,

E[V1V2|F ] = E
[
E[V1V2|F ∨ F1]

∣∣ F]
= E

[
V1 E[V2|F ∨ F1]

∣∣ F]
= E

[
V1 E[V2|F ]

∣∣ F]
= E[V2|F ]E[V1|F ],

where the second equality is conditional determinism, the third uses the above, and the fourth
uses conditional determinism again since E[V2|F ] is F-measurable. This is precisely conditional
independence of F1 and F2 given F .
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3 Concentration Inequalities and Divergences

3.1 Concentration Inequalities

Proposition 3.1. (Markov’s Inequality) Let X be as positive real-valued random variable, then

P(X ≥ t) ≤ t−1EX

for any t > 0.

Proof. Notice t−1X(ω) ≥ χ[t,∞) (X(ω)) for any positive random variable X and t > 0. Hence

t−1EX ≥ E
[
χ[t,∞) (X(ω))

]
=

∫
χ[t,∞) d

(
P ◦X−1

)
=
(
P ◦X−1

)
([t,∞)) = P(X ≥ t).

Proposition 3.2. (Generalized Markov’s Inequality) Let f : R → R be a monotone non-decreasing,
positive function, X be a real-valued random variable, and t ∈ R. Then

P(X ≥ t) ≤ f(t)−1E [f(X)] .

Proof. Since f is monotone non-decreasing, {ω ∈ Ω : X(ω) ≥ t} ⊂ {ω ∈ Ω : f(X(ω)) ≥ f(t)}. So

P(X ≥ t) ≤ P(f(X) ≥ f(t)).

Since the range of f is positive and since f(X) is itself a random variable, we apply Markov’s
Inequality to obtain

P(X ≥ t) ≤ P(f(X) ≥ f(t)) ≤ f(t)−1E [f(X)] .

Markov’s inequality is a powerful starting point, but vanilla Markov by itself does not always yield
useful bounds. For instance, applying Markov directly to the empirical average X̄N = 1

N

∑N
n=1Xn

of i.i.d. positive variables gives

P(X̄N ≥ t) ≤ EX
t+ EX

,

which has no dependence on N and is therefore useless for studying concentration as we collect
more data. The key idea is that by choosing different monotone functions f in the generalized
Markov inequality, we can obtain much stronger bounds. A rough heuristic: the more quickly f
grows, the tighter the bound, but the stronger the assumptions required on X. Two canonical
choices are f(x) = x2, leading to Chebyshev’s inequality (requiring VarX < ∞), and f(x) = esx,
leading to the Chernoff bound (requiring E[esX ] < ∞ for some s > 0).

Proposition 3.3. (Chebyshev’s Inequality) For a random variable X with VarX < ∞,

P(|X − EX| ≥ k
√
VarX) ≤ 1

k2
.

Proof. Apply the generalized Markov inequality with f(x) = x2 to the random variable |X −EX|:

P(|X − EX| ≥ k
√
VarX) = P(|X − EX|2 ≥ k2VarX) ≤ E(X − EX)2

k2VarX
=

1

k2
.
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Proposition 3.4. (Chernoff Bound) For a random variable X ∈ R,

P(X ≥ t) ≤ inf
s≥0

e−st E
[
esX
]
.

Proof. Apply the generalized Markov inequality with f(x) = esx for any fixed s ≥ 0:

P(X ≥ t) = P(esX ≥ est) ≤ e−st E[esX ].

Since this holds for every s ≥ 0, taking the infimum over s ≥ 0 yields the result.

To make use of the Chernoff bound we need to control the moment generating function E[esX ]. A
natural and widely applicable assumption is subGaussianity.

Definition 3.5. A random variable X is σ2-subGaussian if for all s ≥ 0,

E[esX ] ≤ eσ
2s2/2.

SubGaussian variables necessarily satisfy EX = 0 and VarX ≤ σ2, which follows from a Taylor
expansion of esX around s = 0 and a careful application of the dominated convergence theorem.
Centered Gaussian variables with variance σ2 are σ2-subGaussian. Bounded centered variables are
also subGaussian, per Hoeffding’s lemma below.

Lemma 3.6. (Hoeffding’s Lemma) If EX = 0 and X ∈ [a, b] almost surely, then

E[esX ] ≤ es
2(b−a)2/8.

In particular, X is (b−a)2

4 -subGaussian.

Proof. Since X ∈ [a, b] almost surely, convexity of x 7→ esx gives

esX ≤ b−X

b− a
esa +

X − a

b− a
esb.

Taking expectations and using EX = 0,

E[esX ] ≤ b

b− a
esa − a

b− a
esb =: eφ(u),

where θ = −a/(b− a) ∈ [0, 1], u = s(b− a), and φ(u) = log
(
(1− θ)e−θu + θe(1−θ)u

)
. It suffices to

show φ(u) ≤ u2/8. One checks that φ(0) = 0 and φ′(0) = 0, and a direct calculation gives

φ′′(u) = θ(1− θ)
e−θu · e(1−θ)u(

(1− θ)e−θu + θe(1−θ)u
)2 ≤ 1

4
,

where the inequality uses θ(1 − θ) ≤ 1/4 and AM-GM on the remaining factor. Taylor’s theorem
then gives φ(u) ≤ u2/8, and substituting u = s(b− a) yields the result.

Proposition 3.7. (Hoeffding’s Inequality) Suppose X1, . . . , Xn are independent, with Xi being
σ2
i -subGaussian. Then

P

(
1

n

n∑
i=1

Xi ≥ t

)
≤ e

− n2t2

2
∑

i σ
2
i , P

(
1

n

∣∣∣∣∣
n∑

i=1

Xi

∣∣∣∣∣ ≥ t

)
≤ 2e

− n2t2

2
∑

i σ
2
i .
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Proof. By the Chernoff bound,

P

(
1

n

n∑
i=1

Xi ≥ t

)
≤ inf

s≥0
e−st E

[
e

s
n

∑
i Xi

]
.

Since X1, . . . , Xn are independent, the moment generating function factorizes:

E
[
e

s
n

∑
i Xi

]
=

n∏
i=1

E
[
e

s
n
Xi

]
.

Applying the σ2
i -subGaussian bound to each factor,

P

(
1

n

n∑
i=1

Xi ≥ t

)
≤ inf

s≥0
e−st

n∏
i=1

e
σ2
i s

2

2n2 = inf
s≥0

exp

(
−st+

s2
∑

i σ
2
i

2n2

)
.

The exponent is a convex quadratic in s, minimized at s⋆ = n2t∑
i σ

2
i
, giving

P

(
1

n

n∑
i=1

Xi ≥ t

)
≤ e

− n2t2

2
∑

i σ
2
i .

The two-sided bound follows since P(|X̄| ≥ t) ≤ P(X̄ ≥ t) + P(−X̄ ≥ t), and −Xi is also σ2
i -

subGaussian whenever Xi is.

While subGaussian variables have moment generating functions bounded for all s ≥ 0, in many
applications this is too strong an assumption. SubExponential variables relax this by only requiring
the MGF bound to hold in a neighbourhood of zero, at the cost of a two-regime tail bound.

Definition 3.8. A random variable X is (σ2, b)-subExponential if for all |s| < 1/b,

E[esX ] ≤ eσ
2s2/2.

As with subGaussian variables, a Taylor expansion around s = 0 and the dominated convergence
theorem show that EX = 0.

Proposition 3.9. For a (σ2, b)-subExponential random variable X,

P(X ≥ t) ≤ exp

(
− tmin(t, σ2/b)

2σ2

)
.

Proof. By the Chernoff bound, restricting the infimum to s ∈ [0, 1/b) where the subExponential
bound applies,

P(X ≥ t) ≤ inf
0≤s<1/b

exp

(
−st+

σ2s2

2

)
.

The unconstrained minimizer of the exponent is s⋆ = t/σ2. We consider two regimes.
Case 1: t ≤ σ2/b. Then s⋆ = t/σ2 ≤ 1/b, so the unconstrained minimizer is feasible, giving

P(X ≥ t) ≤ exp

(
− t2

2σ2

)
= exp

(
− t · t
2σ2

)
= exp

(
− tmin(t, σ2/b)

2σ2

)
.

Case 2: t > σ2/b. The optimum is at the boundary s = 1/b, giving

P(X ≥ t) ≤ exp

(
− t

b
+

σ2

2b2

)
≤ exp

(
− t

b
+

t

2b

)
= exp

(
− t

2b

)
= exp

(
− tmin(t, σ2/b)

2σ2

)
,

where the second inequality uses σ2/b ≤ t. Combining both cases yields the result.
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Most concentration inequalities, including Hoeffding’s inequality, rely crucially on independence of
the random variables involved. In practice however, one often encounters dependent collections
of variables that are known to concentrate marginally, but whose joint distribution is difficult
to analyze directly. The following lemma reduces joint concentration to a collection of marginal
concentration problems, provided the function of interest is coordinate-wise monotone.

Lemma 3.10. Let X = (Xn) be a countable sequence of real-valued random variables, let s ∈ R,
and let f : R∞ → R be measurable and coordinate-wise monotone non-decreasing, i.e., xn ≤ yn for
each n implies f(x) ≤ f(y). Define As = {a ∈ R∞ : f(a) < s}. Then

P(f(X) ≥ s) ≤ inf
a∈As

∑
n

P(Xn ≥ an).

Proof. Fix any a ∈ As, so that f(a) < s. Decompose the event {f(X) ≥ s} according to whether
all coordinates satisfy Xn < an:

P(f(X) ≥ s) = P(f(X) ≥ s, ∀n : Xn < an) + P(f(X) ≥ s, ∃n : Xn ≥ an).

On the event {∀n : Xn < an}, coordinate-wise monotonicity gives f(X) ≤ f(a) < s, so the first
term vanishes. Therefore

P(f(X) ≥ s) ≤ P(∃n : Xn ≥ an) ≤
∑
n

P(Xn ≥ an),

where the last step is a union bound. Taking the infimum over all a ∈ As yields the result.

Corollary 3.11. Under the setup of Lemma 3.10, the following three inequalities hold:

(i) P
(
sup
n

Xn ≥ s

)
≤
∑
n

P(Xn ≥ s).

(ii) P
(
inf
n

Xn ≥ s
)
≤ inf

n
P(Xn ≥ s).

(iii) P

(∑
n

Xn ≥ s

)
≤ inf∑

n an<s

∑
n

P(Xn ≥ an).

Proof. Each result is an application of Lemma 3.10 to a specific choice of f .
(i). Take f(x) = supn xn, which is coordinate-wise monotone. Here As = {a : supn an < s}, and
each individual probability P(Xn ≥ an) is minimized by taking an as large as possible, so we take
an ↗ s for all n, giving

P(sup
n

Xn ≥ s) ≤ lim
b↗s

∑
n

P(Xn ≥ b) =
∑
n

P(Xn ≥ s),

where the interchange of limit and sum is justified by monotonicity.
(ii). Take f(x) = infn xn, which is also coordinate-wise monotone. Here As = {a : infn an < s}, so
a ∈ As as long as at least one coordinate is less than s. Setting all but one coordinate equal to ∞
and optimizing,

P(inf
n

Xn ≥ s) ≤ inf
n

lim
b↗s

P(Xn ≥ b) = inf
n

P(Xn ≥ s).

(iii). Take f(x) =
∑

n xn, which is coordinate-wise monotone. The result is an immediate appli-
cation of Lemma 3.10 since As = {a :

∑
n an < s}.
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3.2 Integral Probability Metrics

A very important topic in both computational and theoretical probability is how to compare the
discrepancy between probability distributions. In practice, this comes up in methods such as
variational inference and Markov chain Monte Carlo, as well as in statistical estimation problems.
In theory, it provides a much richer vocabulary for talking about convergence of distributions than
weak convergence alone. Many natural notions of discrepancy between probability distributions
fall into the class of integral probability metrics, which we now define.

Definition 3.12. Let (Ω,H) be a measurable space and let P be the set of all probability measures
on (Ω,H). For a class F of measurable functions Ω → R, the integral probability metric (IPM)
generated by F is

dF (µ, ν) = sup
f∈F

∣∣∣∣∫ f dµ−
∫

f dν

∣∣∣∣ .
We say F separates P if for all µ, ν ∈ P with µ ̸= ν, there exists f ∈ F such that

∫
f dµ ̸=

∫
f dν.

Proposition 3.13. dF is a metric on P if and only if F separates P.

Proof. For any F , dF is symmetric and non-negative by inspection, satisfies dF (µ, µ) = 0, and
satisfies the triangle inequality since∣∣∣∣∫ f dµ−

∫
f dν

∣∣∣∣ ≤ ∣∣∣∣∫ f dµ−
∫

f dρ

∣∣∣∣+ ∣∣∣∣∫ f dρ−
∫

f dν

∣∣∣∣ .
It remains to check positive definiteness. We have dF (µ, ν) > 0 for µ ̸= ν if and only if there exists
f ∈ F with

∫
f dµ ̸=

∫
f dν, which is precisely the condition that F separates P.

The behaviour of dF is determined entirely by the choice of F ; larger classes correspond to more
stringent metrics, since G ⊂ F implies dG ≤ dF . Three canonical choices are:

• Total variation: FTV = {f measurable : 0 ≤ f(x) ≤ 1 ∀x}.

• 1-Wasserstein: FW =
{
f : supx ̸=y

|f(x)−f(y)|
d(x,y) ≤ 1

}
, where d is a metric on Ω.

• Bounded-Lipschitz: FBL =
{
f : supx |f(x)| ≤ 1, supx ̸=y

|f(x)−f(y)|
d(x,y) ≤ 1

}
, where d is a met-

ric on Ω.

Both the 1-Wasserstein and bounded-Lipschitz distances require (Ω, d) to be a metric space, and
are sensitive to how far apart mass is placed by the two distributions. The total variation distance
requires no metric structure on Ω, and depends only on how much mass the two distributions place
on the same sets, not on how far apart those sets are.

Proposition 3.14. For any probability measures µ, ν on a metric space (Ω, d),

dBL(µ, ν) ≤ min{dW(µ, ν), 2dTV(µ, ν)}.

In particular, convergence in total variation or 1-Wasserstein distance implies convergence in
bounded-Lipschitz distance. The total variation and 1-Wasserstein distances do not bound each
other in general.
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Proof. The bound dBL ≤ dW follows immediately from FBL ⊂ FW. For the bound dBL ≤ 2dTV,
note that FBL ⊂ {f : supx |f(x)| ≤ 1}, so

dBL(µ, ν) ≤ sup
|f |≤1

∣∣∣∣∫ f dµ−
∫

f dν

∣∣∣∣ = 2 sup
|f |≤1

∣∣∣∣∫ f+1
2 dµ−

∫
f+1
2 dν

∣∣∣∣ .
Since |f | ≤ 1 implies (f +1)/2 ∈ [0, 1], the supremum on the right is bounded by dTV(µ, ν), giving
dBL ≤ 2dTV. That dW and dTV do not bound each other follows from considering µ = δ0, ν = δx:
for x < 1, dTV = 1 > x = dW, while for x > 1, dW = x > 1 = dTV.

Proposition 3.15. Suppose (Ω, d) is bounded with diameter M = supx,y∈Ω d(x, y) < ∞. Then

dW(µ, ν) ≤ M + 2

2
dBL(µ, ν).

Proof. For any f ∈ FW, boundedness of Ω gives supx,y |f(x) − f(y)| ≤ M . Let cf = infx∈Ω f(x)
and define

gf (x) =
2

M + 2

(
f(x)− cf − M

2

)
.

Since |f(x)− cf | ≤ M , we have |gf (x)| ≤ M/(M + 2) ≤ 1. Moreover,

sup
x ̸=y

|gf (x)− gf (y)|
d(x, y)

=
2

M + 2
sup
x̸=y

|f(x)− f(y)|
d(x, y)

≤ 2

M + 2
≤ 1,

so gf ∈ FBL. Since cf and M/2 are constants that integrate to the same value under µ and ν,∫
f dµ−

∫
f dν =

M + 2

2

(∫
gf dµ−

∫
gf dν

)
.

Taking the supremum over f ∈ FW and using gf ∈ FBL yields dW ≤ M+2
2 dBL.

The key reason to study dBL is that it metrizes weak convergence. Combined with Proposition 3.14,
this means convergence in total variation or 1-Wasserstein distance implies weak convergence, but
the converse need not hold in either case.

Proposition 3.16. On a standard Borel space, µn
w−→ µ if and only if dBL(µn, µ) → 0.

Proof. Omitted.

Proposition 3.17. For probability measures µ, ν and any σ-finite measure λ with λ ≫ µ and
λ ≫ ν,

dTV(µ, ν) = sup
A∈H

|µ(A)− ν(A)| = 1

2

∫ ∣∣∣∣dµdλ − dν

dλ

∣∣∣∣ dλ = inf
(X,Y )∈Γ

P(X ̸= Y ),

where Γ is the set of joint distributions of (X,Y ) with X ∼ µ and Y ∼ ν.

Proof. We prove the first two equalities; the coupling representation is stated without proof. Such
a λ always exists; for instance take λ = µ+ ν. By the Radon–Nikodym theorem,

dTV(µ, ν) = sup
0≤f≤1

∫
f

(
dµ

dλ
− dν

dλ

)
dλ.
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Define A =
{
x : dµ

dλ (x)−
dν
dλ(x) ≥ 0

}
, which is measurable. To maximize the integral, we should

set f = 1 where the integrand is positive and f = 0 where it is negative, giving f = χA; or we can
set f = χAc by the symmetric argument. The supremum is therefore achieved at one of these two
choices. Now observe that∫

A

(
dµ

dλ
− dν

dλ

)
dλ = µ(A)− ν(A) = (1− µ(Ac))− (1− ν(Ac)) = ν(Ac)− µ(Ac)

=

∫
Ac

(
dν

dλ
− dµ

dλ

)
dλ,

so the two candidate values of the supremum are equal. Hence

dTV(µ, ν) = µ(A)− ν(A) = |µ(A)− ν(A)|.

For any measurable B, choosing f = χB gives dTV(µ, ν) ≥ |µ(B) − ν(B)|, so dTV(µ, ν) =
supA∈H |µ(A)−ν(A)|. For the second equality, since the two terms in the maximum are equal, dTV

equals their average, and reintroducing absolute values using the sign of the integrand on A and
Ac gives

dTV(µ, ν) =
1

2

∫
A

∣∣∣∣dµdλ − dν

dλ

∣∣∣∣dλ+
1

2

∫
Ac

∣∣∣∣dνdλ − dµ

dλ

∣∣∣∣dλ =
1

2

∫ ∣∣∣∣dµdλ − dν

dλ

∣∣∣∣dλ.
Proposition 3.18. For probability measures µ, ν on (Ω, d),

dW(µ, ν) = inf
(X,Y )∈Γ

E[d(X,Y )],

where Γ is the set of joint distributions of (X,Y ) with X ∼ µ and Y ∼ ν. If µ, ν are probability
measures on R with CDFs Fµ and Fν , then

dW(µ, ν) =

∫
R
|Fµ(x)− Fν(x)| dx.

Proof. Omitted.

In practice, working with IPMs has the advantage of not requiring density functions for µ or ν,
since the definition only involves integrals of test functions. However, computing dF (µ, ν) can be
difficult due to the need to evaluate a supremum over F . The situation is further complicated in
practice, since µ and ν are typically unknown and must be estimated from n draws via empirical
distributions µn, νn. It is not always the case that dF (µn, νn) → dF (µ, ν) as n → ∞; guaranteeing
this requires that F consist of sufficiently smooth functions. Notably, the total variation distance
fails this requirement: if µ is nonatomic and µn = 1

n

∑n
i=1 δXi is the empirical distribution of n

i.i.d. draws, then dTV(µn, µ) = 1 almost surely for all n, since µn is purely atomic while µ is not.

3.3 ϕ–Divergences

Recall that integral probability metrics do not require density functions for µ or ν, but can be
difficult to compute and estimate from data. When densities are available, ϕ-divergences offer a
complementary approach. For a convex function ϕ : R → R with ϕ(1) = 0, the ϕ-divergence
between ν and µ is defined as an integral of ϕ applied to the density ratio dν/dµ. We use the
notation “∥” to emphasize that ϕ-divergences are not symmetric in general, and so do not define
a metric on P. Nevertheless, they are non-negative and, under mild conditions, uniquely identify
probability measures.
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Definition 3.19. Let ϕ : R → R be convex with ϕ(1) = 0. The ϕ-divergence between probability
measures ν and µ is

dϕ(ν∥µ) =


∫

ϕ

(
dν

dµ
(x)

)
dµ(x) µ ≫ ν,

∞ otherwise.

Proposition 3.20. dϕ(ν∥µ) ≥ 0, and if ϕ is strictly convex then ν = µ if and only if dϕ(ν∥µ) = 0.

Proof. If µ ̸≫ ν the result holds by definition, so assume µ ≫ ν. Letting X ∼ µ and applying
Jensen’s inequality,

dϕ(ν∥µ) = E
[
ϕ

(
dν

dµ
(X)

)]
≥ ϕ

(
E
[
dν

dµ
(X)

])
= ϕ(1) = 0.

When ϕ is strictly convex, equality holds if and only if dν
dµ(X) = c almost surely for some constant

c ≥ 0. Since
∫

dν
dµ dµ = 1, we must have c = 1, and hence µ = ν.

The two key structural properties of ϕ-divergences are convexity and the data processing inequality.
Both follow from a general lemma bounding the ϕ-divergence between marginal measures.

Lemma 3.21. Let (E,M) and (F,N ) be standard measurable spaces. Let µ, ν be probability
measures on (E,M) with µ ≫ ν, and let L,K be probability kernels from (E,M) to (F,N ) with
dL
dK (x, y) existing and measurable with respect to M⊗N . Then

dϕ(νL∥µK) ≤
∫

µ(dx)

∫
K(x,dy)ϕ

(
dν

dµ
(x)

dL

dK
(x, y)

)
.

Proof. By the earlier result on marginal measure densities, d(νL)
d(µK) exists and satisfies

d(νL)

d(µK)
(y) =

∫
M(y,dx)

dν

dµ
(x)

dL

dK
(x, y),

where M(y,dx) is the disintegration of µK over its second component. Therefore µK ≫ νL, and

dϕ(νL∥µK) =

∫
µK(dy)ϕ

(∫
M(y,dx)

dν

dµ
(x)

dL

dK
(x, y)

)
.

Applying Jensen’s inequality to ϕ with respect to the probability measure M(y,dx), then using
µK(dy)M(y,dx) = µ(dx)K(x, dy),

dϕ(νL∥µK) ≤
∫

µK(dy)

∫
M(y,dx)ϕ

(
dν

dµ
(x)

dL

dK
(x, y)

)
=

∫
µ(dx)

∫
K(x,dy)ϕ

(
dν

dµ
(x)

dL

dK
(x, y)

)
.

Theorem 3.22. In the setting of Lemma 3.21,

dϕ(µL∥µK) ≤
∫

µ(dx) dϕ(L(x, ·)∥K(x, ·)).

In particular, for α ∈ [0, 1] and probability measures p1, p2, q1, q2,

dϕ(αq1 + (1− α)q2∥αp1 + (1− α)p2) ≤ αdϕ(q1∥p1) + (1− α) dϕ(q2∥p2).
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Proof. Setting ν = µ in Lemma 3.21 gives dν
dµ = 1, so

dϕ(µL∥µK) ≤
∫

µ(dx)

∫
K(x,dy)ϕ

(
dL

dK
(x, y)

)
=

∫
µ(dx) dϕ(L(x, ·)∥K(x, ·)).

For the joint convexity statement, let E = {1, 2} with the discrete σ-algebra, let µ{1} = α,
µ{2} = 1−α, and set L(1, ·) = q1, L(2, ·) = q2, K(1, ·) = p1, K(2, ·) = p2. Then µL = αq1+(1−α)q2
and µK = αp1 + (1− α)p2, and the general result gives the stated inequality.

Theorem 3.23. (Data Processing Inequality) In the setting of Lemma 3.21,

dϕ(νK∥µK) ≤ dϕ(ν∥µ).

Proof. Set L = K in Lemma 3.21. Then dL
dK = 1, so

dϕ(νK∥µK) ≤
∫

µ(dx)

∫
K(x,dy)ϕ

(
dν

dµ
(x)

)
=

∫
µ(dx)ϕ

(
dν

dµ
(x)

)
= dϕ(ν∥µ).

Corollary 3.24. For any measurable h : E → F ,

dϕ(ν ◦ h−1∥µ ◦ h−1) ≤ dϕ(ν∥µ).

Proof. Apply Theorem 3.23 with the kernel K(x,dy) = δh(x)(dy).

Proposition 3.25. Let h be a measurable bijection with measurable inverse. Then

dϕ(ν ◦ h−1∥µ ◦ h−1) = dϕ(ν∥µ).

Proof. If µ ≫ ν, the change of variables formula and injectivity of h give

dϕ(ν ◦ h−1∥µ ◦ h−1) =

∫
(µ ◦ h−1)(dx)ϕ

(
d(ν ◦ h−1)

d(µ ◦ h−1)
(x)

)
=

∫
µ(dx)ϕ

(
dν

dµ
(x)

)
= dϕ(ν∥µ).

If µ ̸≫ ν, there exists A with µ(A) = 0 but ν(A) > 0. Setting B = h(A), injectivity gives h−1(B) =
A, and measurability of h−1 gives B ∈ N . Therefore (µ ◦ h−1)(B) = 0 but (ν ◦ h−1)(B) > 0, so
dϕ(ν ◦ h−1∥µ ◦ h−1) = ∞ = dϕ(ν∥µ).

The behaviour of a ϕ-divergence is determined entirely by the choice of ϕ; functions that grow more
quickly for large or small values of t yield more stringent divergences. The most commonly used
ϕ-divergences are listed below. We assume ν ≪ µ throughout for simplicity.

Definition 3.26.

(i) KL divergence (ϕ(t) = t log t):

dKL(ν∥µ) =
∫

dν

dµ
(x) log

dν

dµ
(x) dµ(x) =

∫
log

dν

dµ
(x) dν(x).

(ii) Reverse KL divergence (ϕ(t) = − log t): when additionally µ ≪ ν,

dRKL(ν∥µ) = −
∫

log
dν

dµ
(x) dµ(x) =

∫
log

dµ

dν
(x) dµ(x) = dKL(µ∥ν).
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(iii) Squared Hellinger distance (ϕ(t) = 1
2(
√
t− 1)2): when additionally µ ≪ ν,

dH2(ν∥µ) = 1−
∫ √

dν

dµ
(x) dµ(x) = dH2(µ∥ν),

so the squared Hellinger distance is symmetric.

(iv) Total variation (ϕ(t) = 1
2 |t− 1|): for any σ-finite λ ≫ µ, ν,

dTV(µ, ν) =
1

2

∫ ∣∣∣∣dνdλ(x)− dµ

dλ
(x)

∣∣∣∣ dλ(x).
Total variation is the only discrepancy that is both a ϕ-divergence and an IPM.

(v) χ2 divergence (ϕ(t) = (t− 1)2):

dχ2(ν∥µ) =
∫ (

dν

dµ
(x)

)2

dµ(x)− 1 =

∫
dν

dµ
(x) dν(x)− 1.

(vi) Reverse χ2 divergence (ϕ(t) = (t− 1)2/t): when additionally µ ≪ ν,

dRχ2(ν∥µ) =
∫ (

dµ

dν
(x)

)2

dµ(x)− 1 = dχ2(µ∥ν).

The following results compare these divergences to each other. Together they establish an ordering:
the χ2 divergence is the most stringent, followed by KL, then total variation and squared Hellinger
(which are comparable to each other), with all being bounded below by zero.

Proposition 3.27. The following inequalities hold whenever the relevant divergences are finite:

(i) Pinsker’s Inequality. dTV(µ, ν) ≤
√

1
2dKL(ν∥µ).

(ii) Gilardoni’s Inequality. − log(1− dTV)− (1− dTV) log(1 + dTV) ≤ dKL(ν∥µ).

(iii) Hellinger–Total Variation. dH2(ν∥µ) ≤ dTV(µ, ν) ≤
√

dH2(ν∥µ)(2− dH2(ν∥µ)).

(iv) KL–χ2. dKL(ν∥µ) ≤ log(1 + dχ2(ν∥µ)).

Items (i) and (ii) are stated without proof.

Proof. (iii). For the lower bound, note that (
√
t− 1)2 ≤ |t− 1| for all t ≥ 0, so dH2 ≤ dTV follows

directly from the definitions. For the upper bound, write

dTV(µ, ν) =
1

2

∫
µ(dx)

∣∣∣∣dνdµ(x)− 1

∣∣∣∣ = 1

2

∫
µ(dx)

∣∣∣∣∣
√

dν

dµ
(x)− 1

∣∣∣∣∣
∣∣∣∣∣
√

dν

dµ
(x) + 1

∣∣∣∣∣ .
Applying the Cauchy–Schwarz inequality,

dTV(µ, ν) ≤
1

2

∫ µ(dx)

(√
dν

dµ
(x)− 1

)2
1/2∫ µ(dx)

(√
dν

dµ
(x) + 1

)2
1/2

.
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The first factor equals
√
2dH2(ν∥µ). For the second, expanding the square and using

∫ √
dν
dµ dµ =

1− dH2 , ∫
µ(dx)

(√
dν

dµ
(x) + 1

)2

=

∫
dν

dµ
dµ+ 2

∫ √
dν

dµ
dµ+ 1 = 2(2− dH2).

Combining,

dTV(µ, ν) ≤
1

2

√
2dH2 ·

√
2(2− dH2) =

√
dH2(2− dH2).

(iv). We show the equivalent inequality edKL(ν∥µ) ≤ 1 + dχ2(ν∥µ). Since log is concave, Jensen’s
inequality gives

dKL(ν∥µ) =
∫

log
dν

dµ
(x) dν(x) ≤ log

∫
dν

dµ
(x) dν(x) = log(1 + dχ2(ν∥µ)).

A major practical advantage of ϕ-divergences over integral probability metrics is that they can be

estimated from draws from µ without requiring a supremum: given X1, . . . , XN
iid∼ µ,

dϕ(ν∥µ) ≈
1

N

N∑
n=1

ϕ

(
dν

dµ
(Xn)

)
.

The cost is that one must be able to evaluate the density ratio dν/dµ. For the (reverse) KL
divergence, it suffices to know the density ratio up to a multiplicative constant, which is useful in
Bayesian statistics where posterior densities are typically known only up to proportionality.
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